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Abstract

This dissertation develops and validates a holistic deep learning framework for the analysis of medical
signals and images, structured around three sequentially dependent stages: data quality assurance, deep
learning model development, and clinical interpretability. The structure responds to a methodological
gap in contemporary medical Al research, in which contributions typically address a single clinical
problem, operate on a single data modality, and optimize a single performance metric within a single
pipeline stage. The proposed structure aligns with the operational dimensions articulated by the
FUTURE-AI international guideline, the requirements of the EU Al Act, and the World Health
Organization guidance on Al for health. The contribution is vertical rather than horizontal: the
dissertation constructs each pillar to a depth of methodological rigor that existing consensus frameworks
identify as necessary but do not themselves construct, and demonstrates the resulting pipeline through
six peer-reviewed contributions that converge on clinical domains, mainly dementia and melanoma,
each traversed end-to-end from data preparation through modelling to explanation.

Stage A introduces SPINE, a multi-criteria post-generation evaluation methodology for synthetic
medical images integrating expert domain assessment, statistical data analysis, and adversarial
evaluation. Applied to chest X-ray images synthesized through a conditional GAN, the sequential
application of quality criteria produced a cumulative improvement in structural similarity between the
synthetic and real distributions, with the framework designed to be modality-agnostic and extensible to
other modalities. Stage B comprises four deep learning applications distributed across the clinical
domains of dementia and melanoma. For dementia, three complementary contributions approach the
condition through distinct sensory channels: an ML classifier trained on longitudinal records predicts
future onset in initially healthy individuals with a perfect macro-F1 on the test set, with explainable Al
feature attributions consistent with established clinical risk factors; the DEFORMISE framework
combines anatomically grounded edge-based MRI slice selection with a confidence-based committee of
three architecturally heterogeneous 3D networks, achieving state-of-the-art accuracy on the combined
OASIS-1 and OASIS-2 test set, with cross-dataset generalization confirmed on external ADNI patients;
and the NeuroXVocal system fuses acoustic features, speech embeddings, and textual representations
within a transformer-based three-stream classifier, surpassing all prior published methods on the
ADReSSo benchmark, while its RAG-based explainer attained a low misinterpretation risk score under
structured clinical evaluation by medical professionals. For melanoma, a DNN classifier coupled with a
lesion isolation preprocessing pipeline reached state-of-the-art accuracy and macro-F1 on three-class
thickness prediction over the Derm7pt benchmark. Stage C presents Fusion Grad-CAM, a methodology
for generating consolidated attention maps for majority voting ensemble classifiers through confidence-
weighted fusion restricted to majority-contributing models, validated across two-, three-, and four-
model ensembles and directly applicable to the Stage B committee architectures.

The methodological connective tissue, Stage A on the data side and Stage C on the explanation side, is
designed to extend onto the Stage B modalities, with the SPINE framework directly transferable to
dermoscopic and MRI inputs and Fusion Grad-CAM directly applicable to the DEFORMISE committee.
Taken together, the contributions support the central claim of the dissertation: that the lifecycle structure
prescribed by horizontal governance frameworks constitutes a technically achievable engineering
paradigm when each pillar is vertically instantiated with domain-specific methodological rigor.



OMmoTikég Tpoogyyioelg fadidg pddnong og wTpikd
ONUOTO/EKOVES

Nropmakng NikoAoog
Iepiinyn

H d1atpipn avantdcoet Kot eTkupdvel Evo oMo Tikd Thaicto Badidg pddnong yio v avdivon 1Tpikov
oNUATOV Kol eKOVOV, dounuévo oe tpio Stodoykd eSapTmdpeve oTadlo: SCQAACT TOLOTNTOGC
dedopévov, avamtvén povtédwy Babidg paddnong kot kAwvikn eppunvevcipdtnto. H dopn avroamokpiveral
o€ nebodoroyikd kevd g ovyypovns wtptkng Texvntg Nonpootvng (TN), 6mov ot cuvelcpopéc
AVTILETOTICOVV TUTIKG £VO, KAVIKO TPOPANLA, Mo TPOTIKOTNTO dEGOUEVDV, Uio LETPIKT aTOO0GTC Kot
éva 6tad10 ¢ dwdikaciog. H mpotevopevn doun evBuypappiletot pe Tig AEIToVpYIKES S10GTAGELS TNG
debvoig odnylag FUTURE-AL tov EU Al Act kot tv odnyuwv tov [aykoécuov Opyaviepov Yyeiog
v v TN oty vyeio. H cuvelcpopd sivar kdBetn ko oyl opiovtia: 1 datpiPn Katackevdlel kébe
TOAGVO, 6T0 PABog HEBOSOAOYIKNG ALGTNPOTNTAG OV TO. VITAPYOVTO TANicla avayvopilovy ©g
AmOPOiTNTO, KOl OOSEIKVOEL TNV TPOKLATOVGO OlodKAGio HEC® €5l ONUOCIEVGE®MY GE KOPLOVG
KAVIKOVG Topeic, Kupimg Gvola Kot LEAGVOLLO, TOV OLOVOOVTOL OAOKANPOUEVE, OO ToL SEDOUEVO £WG
mv e&fynom.

To Z14610 A giodyet to SPINE, pebodoroyia a&loldynong GuVOETIKOV 10TPIK®Y EIKOVOV TOL GLVIVALEL
a&loldynon omd €101KOVG, OTATIOTIKY OVAAVLOT Kol avioyovioTikn aglodoynon. Eeapuolduevn oe
GUVOETIKESG aKTIVOYPOQieES Bdpakog, 1 SLadoYIKY EQOPLOYT KPLTNPIOV TOOTNTOS AMEdMGE COPEVTIKY
Bektioon dopikng opoldmrag HeTaEh CLVOETIKOV Kol TPAYHOTIK®OV KOTOVOU®DV, UE TO TANICLO
OYEOLOGEVO AVEEAPTNTO TPOTIKOTNTOG KOl ETEKTAGIHO. To X1ad10 B mepthapPdvel téocepic epappoyEg
Babidc pabnong otovg topeig TG Gvolag Kot Tov peAavauatog. I'a Ty dvolo, TPEIC GUUTANPOUATIKES
GUVEICQOPEG mpooeyyilovy v waOnor: TaSvounTg pUNYovikng pabnong oe dStaypovikd apyeia
TPoPAETEL PEAAOVTIKT] €UPAvVIoN o€ apykd vy dtopo pe télelo macro-F1, pe amoddoelg
YOPOKTNPIOTIK®OV pécm e&nynoyung Al chpemveg pe KablepmUEVOLE KAVIKODE TOpAyoVTEG KIVOUVOL*
10 mhaiocto DEFORMISE cuvévdlel avatopkd texunpiopévn exthoyn toudv MRI pe enttponn tpidv
apyltektovikd etepoyevayv 3D dwktowv, emruyydvovias axpifeion oyung ota OASIS-1/2, pe
emPeforopévn yevikevon oe eEmtepcong aobeveic ADNI- kot to NeuroXVocal cuvevdvel axovotikd
YOPOUKTNPLOTIKA, EVOOUATOGCELS OMAING KOl KEWWEVIKES AVOTAUPUCTACELS G TOEIVOUNT TPLDV PODYV,
EemepvmvTag Tig Tponyodueves uebodovg oto ADReSSo, evd o e€nyntig tov facel RAG métuye yoaunio
oKOp KvdOUVOL TTapepunveiog oe dounuévn kKAvikn a&oidynon. ['a 1o peldvopo, tagvountig Badiic
péonong pe mpoemelepyacio anopdVMONg CAAOIDGE®V TETVYE akpifelo oryung kKo macro-F1 otnv
TpoPAeYn TAYoLG TPV KAAcewv 6to Derm7pt. To Xtédo I' moapovoidler 1o Fusion Grad-CAM,
uebodoroyio EVOTOINUEV®V YOPTMV TPOGOYNG Y10 TAEIVOUNTEG YNEOPOPILNG TAELOYNPIAG, ETKVPOUEVT
6€ GUVOAN HV0 £MC TECCAPOY LOVTEAMV.

O 1eBodoLoy1KOG GUVIETIKOG 16TOG, ZTAS0 A otV TAELPA TV dedopévov kot Xtddio I otnv mhevpd
TV e€Nynoemv, EMEKTEIVETAL OTIG TPOTTIKOTNTESG TOL XTadiov B: to SPINE givon dueca petapépoio o
depurookomikég ewkoveg kat MRI, kot 1o Fusion Grad-CAM dueca €@opudGIUo GTnV EMLTPOTN
DEFORMISE. XuvoAikd, ot Guvelopopéc vwoatnpilovy Tov KEVIPIKO 1GYVPIGHO: OTL 1] doun KOKAOD
{ong mov vayopeveTal omd To 0plLovTIe TANIGIO SOKLPEPVIONG OMOTEAEL TEYVIKA EPIKTO UINYOVIKO
mapadelypa otov Kabe moldvog viomoteiton kdbeta pe peBodoroyikn avoTnPdTNTA TPOCAUPHOGLEVT
070 medio.
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1. Introduction

The application of artificial intelligence to clinical medicine has entered a phase of accelerating technical
maturity, with deep learning systems [1] demonstrating diagnostic performance comparable to or
exceeding that of domain experts across radiology, pathology, ophthalmology, dermatology, and
cardiology [2] [3] [4] [5]. Yet the translation of these laboratory achievements into clinically deployed,
patient-facing decision support systems remains profoundly constrained by a set of interconnected
methodological deficiencies that the prevailing research paradigm has failed to address in an integrated
manner [6] [7]. The vast majority of published work in medical Al addresses a single clinical problem,
operates on a single data modality, and optimizes a single performance metric within a single
methodological stage, without systematic attention to the upstream data quality conditions upon which
model reliability depends [8] or to the downstream interpretability requirements without which clinical
adoption remains unattainable [9] [10]. This thesis responds to this fragmentation by implementing, and
validating a holistic deep learning framework for medical signals and images that vertically integrates
three sequentially dependent stages — data quality assurance, deep learning model development, and
clinical interpretability — aligned with the operational dimensions identified by the FUTURE-AI
international consensus guideline for the design and development phase [11] and the regulatory
requirements of the European Union’s Al Act [12] and the World Health Organization’s guidance on
the ethics and governance of Al for health [13]. The framework is demonstrated across two distinct
clinical domains, four data modalities, and six peer-reviewed publications, establishing both its technical
effectiveness and its cross-domain generalizability.

1.1. Problem Formulation

A fundamental gap persists between the breadth of governance prescriptions and the depth of their
technical operationalization: existing frameworks specify the pillars but do not build them. They
articulate that data quality must be assured, that models must be rigorously validated, and that
predictions must be interpretable — yet they do not provide the concrete methodologies, architectures,
and evaluation protocols required to fulfil these requirements in practice. This thesis addresses the gap
between horizontal prescription and vertical implementation by developing, within each of the three
pillars identified by the existing consensus, concrete methodological contributions of sufficient depth
and rigor to advance the state of the art — and by demonstrating their sequential integration across two
clinical domains and four data modalities. The specific unresolved problems that motivate these
contributions are the following.

The first problem concerns the post-generation evaluation of synthetic medical data. Generative
Adversarial Networks [14] have emerged as a principal response to the endemic challenges of data
scarcity, class imbalance, and privacy constraints in clinical datasets. The FUTURE-AI guideline and
the FAIR Guiding Principles both identify data quality and stewardship as a foundational requirement
for trustworthy Al, yet neither provides a concrete, reproducible evaluation methodology for synthetic
medical images. Existing post-generation evaluation practice relies predominantly on metrics designed
for natural image synthesis — such as the Fréchet Inception Distance and pixel-level similarity measures
— which are poorly calibrated to clinical diagnostic standards [15] [16] [17]. No published framework
offers a structured, multi-criteria methodology that integrates clinical domain knowledge, statistical
alignment assessment, and task-oriented utility evaluation into a unified pipeline for certifying synthetic
medical image quality prior to downstream model training.
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The second problem concerns the fragmented and domain-specific character of deep learning model
development in medical Al. Individual clinical applications have achieved impressive performance —
from dermatologist-level skin cancer classification [4] through automated diabetic retinopathy detection
[5] to cardiologist-level arrhythmia analysis [2] — yet these contributions remain siloed within their
respective domains. Limited evidence exists that the methodological principles underlying these
successes — including the role of domain-informed preprocessing, the conditions under which ensemble
architectures outperform individual models, and the impact of data partitioning strategies on
generalization — transfer across fundamentally different clinical problems and data modalities.
Furthermore, data leakage has been identified as a prevalent confound in the published literature [18],
and the reporting standards articulated by the CLAIM checklist [19] highlight the persistent gap between
achieved laboratory performance and the methodological rigor required for clinical translation. The
absence of multi-domain, multi-modality validation (spanning imaging, signal, and tabular data) within
a unified framework limits the field’s ability to distil generalizable methodological lessons from
individual application-specific successes.

The third problem concerns the interpretability of ensemble classifiers in clinical contexts. The
deployment of opaque predictive models in healthcare confronts fundamental tensions with regulatory
transparency requirements, clinical accountability expectations, and ethical principles of informed
consent. The field of Explainable Al has developed effective post-hoc explanation methods for
individual models and comprehensive taxonomies of explanation approaches have been proposed [9].
However, ensemble and committee-based architectures increasingly dominate medical Al performance
benchmarks [20], and no principled methodology exists for generating a consolidated, unified attention
map that faithfully represents the joint reasoning of a majority voting ensemble classifier. Current
practice requires inspecting each constituent model’s explanation independently — an approach that is
both impractical at scale and incapable of conveying the ensemble’s collective decision logic.

These three problems are not independent but sequentially dependent: model development cannot
produce reliable systems without assured data quality, and model explanations cannot be clinically
meaningful without validated models. The holistic framework applied in this thesis addresses all three
problems within a single, vertically integrated pipeline — providing the concrete methodological depth
that existing horizontal governance frameworks identify as necessary but do not themselves supply.

1.2. Relevance of the Dissertation

The relevance of this dissertation is grounded in converging clinical, regulatory, and scientific
imperatives that collectively demand a more systematic approach to the development of Al systems in
healthcare.

e C(linical relevance: The two medical domains addressed in this thesis represent areas of acute
and growing clinical need. Dementia, the primary neurological condition studied, affects over
55 million people worldwide, with projections indicating that this number will exceed 150
million by 2050 (Fig. 6) in the absence of effective disease-modifying interventions [21]. The
biological redefinition of Alzheimer’s disease as a continuum defined by biomarker profiles
rather than binary clinical diagnosis [22] further underscores the need for quantitative, data-
driven diagnostic tools capable of detecting subtle pathological signatures before overt clinical
symptom manifestation. Malignant melanoma, the dermatological condition addressed, is
projected to increase in incidence by approximately 50% by 2040 globally [23], with tumour
thickness established as the primary prognostic determinant in staging, treatment planning, and
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survival prediction [24]. Speech-based cognitive assessment, a complementary data modality
for dementia, offers a non-invasive, scalable screening modality for Alzheimer’s disease [25]
that is particularly relevant in primary care settings where neuroimaging access is limited. In
each of these domains, the availability of accurate, interpretable, and data-quality-assured Al
tools has the potential to improve early detection, inform treatment decisions, and reduce the
burden on specialist clinical services.

e Regulatory relevance: The European Union’s Artificial Intelligence Act [12], the world’s first
comprehensive Al legislation, classifies healthcare Al systems as high-risk and mandates
conformity assessment, risk management, data governance, transparency, human oversight, and
post-market monitoring across the full product lifecycle. The World Health Organization’s
guidance on the ethics and governance of artificial intelligence for health [13] further establishes
transparency, explainability, and data quality as consensus ethical principles applicable to all
medical Al systems. These regulatory frameworks demand precisely the kind of lifecycle-
oriented, multi-stage approach that this thesis operationalizes.

e Scientific relevance: The FUTURE-AI international consensus guideline [11], developed
through a modified Delphi process involving 117 experts from 50 countries, articulates six
guiding principles for trustworthy medical Al — Fairness, Universality, Traceability, Usability,
Robustness, and Explainability — and organizes its 30 best practices around three operational
dimensions that correspond directly to the three stages of the framework proposed in this thesis:
data foundation, model development, and trustworthiness/interpretability. Kelly et al. [7]
articulated the key challenges for delivering clinical impact with Al, emphasizing that technical
performance alone is insufficient and that clinical translation demands attention to data
representativeness, validation rigor, and integration of Al outputs into clinical workflows. While
these frameworks operate at the level of horizontal breadth, providing governance principles
and checklists, the present thesis provides the vertical depth: concrete, multi-domain
implementations that instantiate, validate, and in specific methodological dimensions extend
what these horizontal frameworks prescribe but do not themselves build.

1.3. Research Object

The research object of this dissertation is the design, implementation, and validation of a holistic deep
learning framework for the analysis of medical signals and images that integrates three sequentially
dependent operational stages: (i) data quality evaluation and enrichment, with emphasis on the post-
generation assessment of synthetic medical images generated via conditional GANs; (ii) deep learning
and machine learning model development across heterogeneous clinical domains and data modalities,
encompassing tabular longitudinal clinical data, dermoscopic images, volumetric three-dimensional
brain MRI, and multimodal speech-derived representations; and (iii) model evaluation through XAI,
with emphasis on the novel problem of generating consolidated attention maps for ensemble classifiers
operating under majority voting.

1.4. Aim of the Dissertation

The aim of this dissertation is to demonstrate that the responsible and effective application of deep
learning to medical signal and image analysis requires, and is achievable through, a holistic framework
in which data quality assurance, model development, and clinical interpretability are treated not as
independent research activities but as sequentially dependent stages of a unified pipeline. The
framework is intended to advance the state of the art in each of the two clinical domains addressed -
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neurological dementia and dermatological oncology - while simultaneously establishing the cross-

domain generalizability of the proposed multi-stage methodology.

1.5. Research Methodology

The research methodology adopted in this dissertation integrates theoretical analysis, system design,

experimental evaluation, and clinical validation within a structured, multi-stage research process. The

methodology is organized around the following interconnected activities.

Systematic literature review and gap identification: A comprehensive review of the published
literature was conducted across five thematic axes — deep learning for medical imaging,
medical signal processing, synthetic data generation and evaluation, XAl, and the targeted
clinical domains — culminating in an explicit gap analysis that identifies the specific unresolved
problems motivating each stage of the holistic framework. The review further maps the
contributions of this thesis against the operational dimensions and best practices articulated by
the FUTURE-AI consensus guideline.
Framework design and architectural mapping: The holistic framework was designed by
mapping the three principal pillars identified by the FUTURE-AI guideline, the WHO guidance,
and the EU Al Act — data quality assurance, model development, and clinical interpretability
— into three sequentially dependent implementation stages (A, B, C). Each stage was
operationalized through the development of novel methodologies that address the specific gaps
identified in the literature review, with deliberate heterogeneity in the clinical domains and data
modalities addressed to test the generalizability of the framework’s design principles.
Experimental design and model development: Each of the six research contributions was
developed following a consistent experimental methodology: formulation of the clinical
problem as a well-defined computational task; selection and curation of publicly available
benchmark datasets; design of domain-informed preprocessing pipelines tailored to the specific
characteristics and challenges of each data modality; development and training of deep learning
or machine learning architectures appropriate to the task; and systematic comparison against
published state-of-the-art methods on identical datasets and evaluation protocols.
Rigorous validation and generalization testing: All experimental results were validated through
multiple complementary strategies designed to ensure robustness and reproducibility: strict
subject-level data partitioning to prevent data leakage; stratified k-fold cross-validation across
multiple fold configurations to assess stability; external validation on independent datasets
without retraining to test cross-dataset generalizability; statistical significance testing to confirm
the validity of observed performance differences; and systematic ablation studies to isolate and
quantify the contribution of each architectural component and preprocessing decision to overall
system performance.
Explainability analysis and clinical evaluation: Interpretability was assessed through both
computational and clinical evaluation methodologies. Computational explainability methods —
including visual attention mapping and feature attribution analysis — were applied to validate
the clinical plausibility of learned model representations against established medical knowledge.
Clinical evaluation was conducted through structured expert assessment using standardized
scoring instruments, providing direct evidence of the diagnostic utility and safety of generated
explanations in a clinical decision-support context.
Publication and peer review: Each of the six contributions developed within the framework was
submitted to, and accepted by, peer-reviewed international journals and conferences, ensuring
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independent expert validation of the methodology, results, and claims presented in this
dissertation. The specific publication venues are detailed in Section 1.9.

1.6. Scientific Novelty of the Dissertation
The scientific novelty of this dissertation resides in the following original contributions:

First, the SPINE (Synthetic Pulmonary Imaging Evaluation) framework [26] constitutes the first
structured, multi-criteria methodology for the post-generation evaluation of synthetic medical images,
integrating expert domain assessment, statistical data analysis, and adversarial evaluation into a unified
end-to-end data management architecture. Unlike existing approaches that rely exclusively on
generation-phase metrics, SPINE provides clinically grounded, reproducible quality certification of
synthetic outputs prior to their use in downstream model training, with an ablation study demonstrating
cumulative structural similarity improvements.

Second, the dementia onset prediction study [27] introduces a novel clinical formulation: predicting
future progression to dementia in individuals presenting as cognitively normal across their first two
physician visits. This early-warning paradigm departs from the prevailing approach in the literature,
which focuses on classifying existing dementia status rather than predicting future onset in currently
healthy individuals. The proposed model achieved great results on the test set with consistent validation
performance across all k-fold configurations, and XAl analysis confirmed alignment of the model’s
learned feature importance with established clinical risk factors.

Third, the melanoma thickness prediction system [28] introduces a synergistic combination of a
structured lesion isolation preprocessing pipeline and a deep learning architecture that achieves state-
of-the-art metrics on benchmark datasets surpassing all previously reported methods while addressing
data leakage concerns through strict adherence to official dataset split indices.

Fourth, the DEFORMISE framework [29] introduces two complementary innovations: (a) an
anatomically grounded, slice selection method that reduces computational burden while provably
preserving high coverage of the critical brain areas, and (b) a confidence-based classification committee
of three architecturally heterogeneous three-dimensional deep learning models that achieves great
accuracy on the benchmark test sets, surpassing all prior 3D subject-level and 2D slice-level methods.
External validation confirmed cross-dataset generalizability.

Fifth, NeuroXVocal [30] constitutes the first end-to-end system that jointly achieves state-of-the-art
Alzheimer’s disease classification from picture-prompted speech and provides clinically validated,
evidence-based explanations for individual predictions. The Neuro classifier’s transformer-based three-
stream fusion architecture — projecting acoustic features, speech embeddings, and textual
representations into a common dimensional space — achieved exceptional evaluation metrics on
benchmark datasets, surpassing all prior published methods. The XVocal explainer, grounded in a
curated corpus of clinical AD literature and evaluated by medical professionals, achieved a low
misinterpretation risk score, confirming its suitability for clinical decision-support integration.

Sixth, Fusion Grad-CAM [31] is the first methodology for generating consolidated, unified attention
maps for majority voting ensemble classifiers. By restricting attention map fusion to the models whose
predictions align with the majority vote and incorporating confidence-weighted averaging, Fusion Grad-
CAM extends the standard frameworks to the structurally novel problem of ensemble interpretability —
a gap explicitly identified in the XAI literature but not previously addressed with a concrete
methodology.
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1.7. Practical Value of the Research Findings

The practical value of the research findings presented in this dissertation extends across clinical,
methodological, and regulatory dimensions.

Regarding clinical decision support, the four deep learning applications developed in Stage B provide
applicable clinical tools: a dementia early-warning system based on routine clinical visit data that targets
individuals currently presenting as healthy; a non-invasive melanoma thickness estimator from
dermoscopic images that can inform triage and treatment planning without surgical biopsy; a volumetric
MRI-based dementia diagnostic system with demonstrated cross-dataset generalizability; and a speech-
based Alzheimer’s screening tool suitable for deployment in primary care and community settings where
neuroimaging access is limited. Each tool achieves state-of-the-art performance on its respective
benchmark, confirming practical readiness for clinical pilot evaluation.

In the field of data quality assurance, SPINE framework [26] provides a reusable, modular methodology
for the quality certification of synthetic medical images that can be adopted by any research group
employing GAN-based data augmentation in medical imaging. Its three-axis architecture - integrating
domain knowledge, statistical analysis, and adversarial evaluation - establishes a reproducible standard
for ensuring that synthetic training data meets clinically meaningful quality thresholds before use in
downstream model development, directly operationalizing the data quality requirements articulated by
the FUTURE-AI guideline.

On top of the above, the practical value of the research findings is extended through ensemble
interpretability with Fusion Grad-CAM [31] providing a practical, architecturally agnostic tool for
rendering the joint reasoning of ensemble classifiers transparent and communicable, directly addressing
a barrier to the clinical adoption of ensemble-based Al systems identified in the XAl literature and with
the regulatory alignment by operationalizing the lifecycle requirements mandated by the European
Union’s Al Act for high-risk healthcare Al systems and the transparency and data governance principles
established by the World Health Organization’s guidance on Al for health. It thus provides a
methodological template for developing medical Al systems that satisfy emerging regulatory
expectations by design rather than by retrospective compliance.

1.8. Defended Statements
The following statements are submitted for defence:

e Statement 1. The vertical operationalization of the three pillars identified by existing
governance frameworks - data quality assurance, deep learning model development, and clinical
interpretability - through concrete methodological contributions developed to sufficient depth
within each pillar, yields state-of-the-art performance across two clinical domains - neurological
dementia and dermatological oncology - and four data modalities, demonstrating that the
lifecycle structure prescribed by horizontal consensus frameworks is not merely a governance
aspiration but a technically achievable and empirically validated engineering paradigm when
each pillar is vertically instantiated with domain-specific methodological rigor. (demonstrated
across Chapters 4-6)

e Statement 2. The post-generation evaluation of synthetic medical images through a structured,
multi-criteria methodology integrating expert domain assessment, statistical data analysis, and
adversarial evaluation measurably improves the quality of retained synthetic datasets, as
evidenced by consistent increases in structural similarity to real-world reference data following
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the sequential application of the SPINE framework’s evaluation criteria. (presented in Chapter
4)

e Statement 3. Domain-informed preprocessing, treated as a first-class design decision rather
than a perfunctory pipeline step, constitutes a critical determinant of deep learning model
performance in medical imaging, as demonstrated by the essential contribution of lesion
isolation preprocessing to melanoma thickness prediction, of anatomical slice selection to
volumetric MRI dementia classification, and of multimodal feature extraction standardization
to speech-based Alzheimer’s detection. (presented in Sections 5.2, 5.3, and 5.4)

o Statement 4. Confidence-based committee architectures that aggregate predictions from
architecturally heterogeneous deep learning models consistently and statistically significantly
outperform their individual constituent models, as demonstrated by the DEFORMISE
framework’s achievements. (presented in Section 5.3)

e Statement 5. Fusion Grad-CAM provides a faithful and consolidated representation of the joint
reasoning of majority voting ensemble classifiers by extending current methodologies through
confidence-weighted fusion restricted to majority-contributing models, as demonstrated by the
spatial coherence and discriminative focus of fused attention maps across ensemble
configurations of varying size and architectural composition. (presented in Chapter 6)

e Statement 6. Clinical explainability designed as an integral first-class system component -
rather than appended as a post-hoc analytical addition - produces explanations that medical
professionals rate as diagnostically clear, clinically grounded, and safe from misinterpretation,
as demonstrated by the structured expert evaluation of the XVocal explanation module.
(presented in Section 5.4)

1.9. Approval of the Research Findings

The research findings presented in this dissertation have been published in the following peer-reviewed
international journals and conference proceedings:

Journal publications:

1. Nikolaos Ntampakis, Vasileios Argyriou, Konstantinos Diamantaras, Konstantinos Goulianas and
Panagiotis Sarigiannidis, “Introducing SPINE: A Holistic Approach to Synthetic Pulmonary Imaging
Evaluation Through End-to-End Data and Model Management,” IEEE Open Journal of Engineering in
Medicine and Biology, vol. 5, pp. 576-588, 2024. [Submission 2023 - SCImago: Q2, Publication 2024
- SCImago: Q3] (Section 4.1)

2. Nikolaos Ntampakis, Konstantinos Diamantaras, loanna Chouvarda, Vasileios Argyriou and
Panagiotis Sarigiannidis, “Introducing DEFORMISE: A Deep Learning Framework for Dementia
Diagnosis in the Elderly Using Optimized MRI Slice Selection,” Biomedical Signal Processing and
Control, vol. 113, 2026. [Submission 2024 - SCImago: Q1, Publication 2025 - SCImago: Q1] (Section
5.3)

Conference publications:

3. Nikolaos Ntampakis, Konstantinos Diamantaras, Konstantinos Goulianas and loanna Chouvarda,
“Predicting the Onset of Dementia in Initially Healthy Individuals Using Demographic and Clinical
Data,” in Proc. IEEE 23rd International Conference on Bioinformatics and Bioengineering (BIBE), pp.
364-368, 2023. (Section 5.1)
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4. Nikolaos Ntampakis, Konstantinos Diamantaras, Konstantinos Goulianas, loanna Chouvarda,
Vasileios Argyriou and Panagiotis Sarigiannidis, “Optimizing Melanoma Prognosis Through
Synergistic Preprocessing and Deep Learning Architecture for Dermoscopic Thickness Prediction,” in
Medical Image Understanding and Analysis (MIUA 2024), Lecture Notes in Computer Science, vol.
14860, 2024. (Section 5.2)

5. Nikolaos Ntampakis, Konstantinos Diamantaras, loanna Chouvarda, Magda Tsolaki, Panagiotis
Sarigiannidis and Vasileios Argyriou, “NeuroXVocal: Detection and Explanation of Alzheimer’s
Disease Through Non-Invasive Analysis of Picture-Prompted Speech,” in Medical Image Computing
and Computer Assisted Intervention (MICCAI 2025), Lecture Notes in Computer Science, vol. 15973,
2026. [Qualis A] (Section 5.4)

6. Nikolaos Ntampakis, Konstantinos Diamantaras, Vasileios Argyriou and Panagiotis Sarigiannidis,
“Fusion Grad-CAM: A Methodology for Generating Unified Attention Maps in Majority Voting

Classifiers,” in Proc. IEEE 6th International Conference on Image Processing, Applications and
Systems (IPAS), pp. 1-6, 2025. (Section 6.1)

1.10.  Structure of the Dissertation

The dissertation is organized into eight chapters, structured to reflect the sequential logic of the holistic
framework. Chapter 1 (Introduction) formulates the research problem, states the aim and tasks of the
dissertation, summarizes the scientific novelty and practical value of the research findings, and presents
the defended statements. Chapter 2 (Background and Related Work) provides a systematic review of the
literature organized along five thematic axes: deep learning for medical imaging, medical signal
processing, synthetic data generation and evaluation, XA, and the clinical domains addressed. The
chapter concludes with an explicit gap analysis that maps the identified deficiencies to the contributions
of this thesis. Chapter 3 (The Holistic Framework) articulates the philosophy, architecture, and
sequential dependency structure of the three-stage framework, establishing its relationship to the
FUTURE-AI consensus guideline and to the regulatory requirements of the EU Al Act and WHO
guidance. Chapter 4 (Stage A — Data Evaluation and Enrichment) presents the SPINE framework for
the post-generation evaluation of synthetic pulmonary images, detailing its three evaluation axes.
Chapter 5 (Stage B — Deep Learning Model Development), presenting four applications: dementia onset
prediction from longitudinal tabular data (Section 5.1), melanoma thickness prediction from
dermoscopic images (Section 5.2), dementia diagnosis from volumetric 3D brain MRI through the
DEFORMISE framework (Section 5.3), and Alzheimer’s disease detection from speech through the
NeuroXVocal system (Section 5.4). Chapter 6 (Stage C — Model Evaluation with Explainable Al)
presents Fusion Grad-CAM, the novel methodology for generating consolidated attention maps for
majority voting ensemble classifiers. Chapter 7 (Integrated Discussion) synthesizes the findings across
all three stages, examines cross-cutting themes including data quality foundations, architectural
innovations, clinical validation, and the role of explainability, and discusses the limitations and
challenges of the research. Chapter 8 (Conclusions and Future Work) summarizes the principal
contributions of the dissertation and identifies directions for future research. The dissertation further
includes a bibliography comprising over 120 references and supplementary material listing the
acronyms, figures, and tables used throughout the work.
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2. Background and Related Work

The research presented in this thesis sits at the intersection of several evolving and deeply interconnected
scientific domains, each of which has undergone transformative change over the course of the past
decade. This chapter provides that grounding through a systematic review of the literature organized
along five thematic axes that correspond to the principal methodological and clinical pillars of the
holistic framework operationalized in this thesis. The first axis concerns the foundations of deep learning
as applied to medical image analysis, tracing the architectural lineage from early convolutional networks
through residual and transformer-based architectures and establishing the technical vocabulary and
empirical benchmarks against which the systems developed in this work are evaluated. The second axis
reviews the application of deep learning to temporal biomedical signals, including electrocardiographic
recordings, electroencephalographic data, and spoken language as a non-invasive carrier of cognitive
diagnostic information. The third axis addresses the generation and evaluation of synthetic medical data,
motivating the need for principled post-generation quality assessment frameworks and identifying the
gap that Stage A of the proposed holistic pipeline directly fills. The fourth axis surveys the field of
Explainable Artificial Intelligence as it applies to clinical decision support, establishing the theoretical
and practical context for the interpretability contributions of Stage C. The fifth axis provides targeted
clinical background on the two distinct clinical domains: neurological disorders — specifically dementia
and Alzheimer's disease — and dermatological oncology — specifically malignant melanoma. The
chapter concludes with an explicit gap analysis that maps the deficiencies identified across the reviewed
literature.
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Figure 1: Overview of the progress, challenges and opportunities for Al in health [34]

2.1. Deep Learning and Medical Imaging

Deep learning, a subdiscipline of machine learning predicated upon multi-layered artificial neural
networks capable of learning hierarchical feature representations directly from raw data [1], has
demonstrated the capacity to match or exceed human expert performance across a range of clinically
significant imaging tasks (Fig. 1). The foundational contributions established the theoretical and
empirical basis for deep architectures trained via backpropagation, while the landmark performance on
the ImageNet Large Scale Visual Recognition Challenge (ILSVRC) in 2012 [32] — achieved by the
AlexNet convolutional architecture trained on the ImageNet dataset [33] — catalysed a global surge of
research interest in convolutional neural networks (CNNs) for image recognition tasks. Rajpurkar et al.
[34] subsequently provided a broad synthesis of Al's transformative impact across medicine,
documenting evidence of clinical-grade performance in radiology, pathology, ophthalmology,
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dermatology, and cardiology, and identifying data quality, regulatory alignment, and algorithmic
fairness as the central challenges for clinical translation.

The translation of these foundational advances to the medical domain has been both rapid and
consequential. Litjens et al. [3] provided an early and comprehensive survey of deep learning
applications across radiology, pathology, ophthalmology, and dermatology, systematically documenting
the breadth of clinical problems amenable to deep learning solutions and identifying the architectural
and training paradigms most suited to medical image analysis. Another survey in the field from the
perspective of biomedical engineering, emphasized the unique challenges posed by medical imaging
data — including high dimensionality, limited labeled samples, inter-scanner variability, and severe
class imbalance — and reviewing methodological responses to each [35]. Collectively, these reviews
established the empirical and conceptual foundations upon which the domain-specific research
presented in this thesis has been built.
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Figure 2: Call for due process of Al studies in medicine [6]

CNNs have emerged as the dominant architectural paradigm for medical image analysis, primarily by
virtue of their capacity to exploit the spatial locality and hierarchical organization of image data through
shared convolutional filters and progressive down sampling. The principal architectural families of
relevance to this thesis include VGGNet [36], ResNet [37], DenseNet [38], EfficientNet [39], and
ResNeXt [40] , each of which has been validated extensively on medical imaging benchmarks and serves
as a backbone for applications described in subsequent chapters. A pivotal methodological development
that enabled the practical application of deep learning in medical imaging — where labelled datasets are
typically orders of magnitude smaller than natural image corpora — was the transfer learning paradigm
[41], provided the foundational theoretical taxonomy of transfer learning scenarios and established the
conditions under which knowledge acquired in a source task can be successfully transferred to improve
performance on a related target task. In the medical imaging context, the standard instantiation of
transfer learning initializes a deep network with weights pre-trained and fine-tunes the model on the
target clinical dataset, leveraging general visual representations as a starting point for domain-specific
feature extraction. A systematic empirical analysis of transfer learning for medical imaging,
demonstrating that the benefits of ImageNet pre-training are more nuanced than commonly assumed:
while pre-training consistently accelerates convergence and is beneficial for small datasets, the
advantages diminish for larger medical datasets, and the specific source-target domain gap substantially
moderates the magnitude of the transfer advantage [42]. The clinical value of the paradigm was
demonstrated most prominently by Esteva et al. [4], who showed that a CNN fine-tuned could classify
dermoscopic skin cancer images — including malignant melanoma — at a level of accuracy competitive
with board-certified dermatologists, and by Gulshan et al. [5], who validated a deep learning algorithm
for diabetic retinopathy detection in retinal fundus photographs against the consensus diagnoses of
ophthalmologists. Topol [6] synthesized this body of evidence at a broader level, arguing that the
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convergence of artificial intelligence and human clinical expertise constitutes a new paradigm for high-
performance medicine, with deep implications for diagnostic accuracy, efficiency, and equity (Fig. 2).

The U-Net architecture [43] for biomedical image segmentation, represents a further architectural
innovation of lasting relevance across the applications described in this thesis. Its encoder-decoder
structure with skip connections enables pixel-level localization while preserving the semantic context
learned in deeper network layers — properties essential for lesion segmentation and region-of-interest
delineation tasks that form the preprocessing foundations of the melanoma thickness prediction and
dementia MRI analysis systems presented in Chapter 5.

The emergence of Vision Transformers (ViTs) has introduced a structurally distinct alternative to
convolution-based architectures. The Transformer — originally introduced for natural language
processing via the self-attention mechanism [44]— was adapted to image classification [45], who
demonstrated that a pure transformer applied directly to sequences of fixed-size image patches achieves
competitive performance with state-of-the-art CNNs on large-scale image recognition benchmarks when
pre-trained on sufficiently large datasets. Transformers specifically in the medical imaging context,
documenting applications to segmentation, classification, detection, and reconstruction across CT, MRI,
X-ray, ultrasound, and pathology images, and identifying the long-range spatial dependency modelling
afforded by self-attention as a property of particular diagnostic value for conditions characterized by
diffuse or globally distributed pathological signatures — including the brain atrophy patterns associated
with Alzheimer's disease addressed in this thesis [46].

2.2. Medical Signal Processing

Beyond static medical images, deep learning has achieved substantial advances in the analysis of
temporal biomedical signals — physiological time series that encode rich diagnostic information about
cardiac, neurological, and cognitive function. The analysis of such signals traditionally relied upon
hand-crafted feature engineering informed by domain expertise, including spectral decomposition,
wavelet transforms, and statistical moment estimation. Deep learning has enabled the extraction of
discriminative representations from raw or minimally pre-processed signal data, in many cases
surpassing the diagnostic sensitivity of expert-engineered feature sets.

Recurrent neural networks and in particular Long Short-Term Memory networks [47] to address the
vanishing gradient problem that fundamentally limits the modeling of long-range temporal dependencies
in standard recurrent architectures — have been foundational to deep biomedical signal analysis. The
gating mechanism of the LSTM cell, comprising input, forget, and output gates that selectively retain
and discard information across arbitrary temporal intervals, makes it particularly well suited to
physiological signals characterized by multi-scale temporal dynamics. The clinical value of deep
sequential modelling for cardiac signals was most powerfully demonstrated by Rajpurkar et al. [2], who
showed that a 34-layer residual convolutional network trained on a large, physician-labelled ambulatory
ECG dataset could detect twelve rhythm classes — including several rare and clinically critical
arrhythmias — with a mean F1 score exceeding the performance of individual board-certified
cardiologists, establishing a landmark clinical benchmark for algorithmic cardiac rhythm analysis.
Electroencephalography constitutes a further domain in which deep learning has substantially advanced
diagnostic capability. Roy et al. [48] conducted a systematic review of deep learning methods for EEG
analysis, spanning seizure detection, sleep staging, emotion recognition, motor imagery classification,
and cognitive state estimation. Their review identified CNNs and LSTMs as the predominant
architectural choices, noted the persistent challenges of cross-subject generalizability and the high inter-
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individual variability of multi-channel EEG recordings, and highlighted the emerging role of attention-
based architectures in capturing the spatial and temporal dependencies inherent to EEG data. The clinical
importance of automated EEG analysis is particularly acute in the context of continuous neurological
monitoring and in vulnerable populations — including neonates or critically ill patients — for whom
behavioural assessment of neurological function is severely constrained.

Speech constitutes a third biomedical signal modality of rapidly growing diagnostic relevance.
Connected speech — specifically spontaneous or prompted verbal production — encodes a rich array
of cognitive, linguistic, and motor markers that are measurably altered by neurological conditions
including Alzheimer's disease, Parkinson's disease, and schizophrenia. The diagnostic utility of speech-
derived linguistic markers for Alzheimer's disease detection was systematically established by Fraser,
Meltzer, and Rudzicz [49], who extracted 370 lexical, syntactic, and acoustic features from picture-
description transcripts and demonstrated that a logistic regression classifier trained on these features
could distinguish AD patients from healthy controls with 8§1.9% accuracy — providing the foundational
empirical basis for subsequent deep learning investigations in this domain. Luz et al. [25] provided a
more recent survey of non-invasive AD detection from spontaneous speech, documenting the rapid
advancement of the field and the increasing reliance on large pre-trained speech and language models
for feature extraction. The development of self-supervised speech representation architectures such as
Wav2Vec2 [50] — pre-trained on 960 hours of unlabelled speech via contrastive predictive objectives
— and large-scale automatic speech recognition systems such as Whisper [115] has substantially
expanded the scope and quality of speech-derived features available for clinical signal analysis, enabling
the extraction of high-fidelity acoustic embeddings and accurate transcriptions from raw audio without
task-specific labelled supervision.

Multimodal architectures that integrate information from heterogeneous signal and image sources have
emerged as a particularly powerful paradigm for clinical Al. Kline et al. [52] reviewed the application
of multimodal machine learning to precision health, documenting the complementary diagnostic
information carried by imaging, genomic, clinical, and behavioural data modalities, and surveying the
fusion architectures — including early, late, and intermediate fusion strategies — through which
heterogeneous inputs can be effectively combined (Fig. 3). The emerging consensus from this literature
is that appropriately designed multimodal systems consistently outperform their unimodal counterparts,
particularly when individual modalities carry partially non-redundant information — precisely the
regime characterizing the three-stream acoustic feature, speech embedding, and textual transcription
fusion architecture of the NeuroXVocal system described in Chapter 5.
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Figure 3: Medical Topic and Modality Modeling [52]
2.3. Synthetic Data in Healthcare

The availability of large-scale, high-quality, labelled datasets is a prerequisite for the training of reliable
deep learning models, yet the acquisition of such datasets in clinical contexts is subject to severe
structural constraints. These constraints arise from multiple converging sources: the rarity of certain
pathological conditions, the cost and logistical complexity of expert annotation, the ethical and legal
frameworks governing the use of patient data — including the General Data Protection Regulation
(GDPR) in Europe and the Health Insurance Portability and Accountability Act (HIPAA) in the United
States — and the inherent class imbalances that characterize many clinical populations. Synthetic data
generation, and in particular methods based on Generative Adversarial Networks [14], has emerged as
a principal methodological response to these challenges, enabling the artificial augmentation of training
datasets with realistic, privacy-preserving synthetic samples. The GAN framework establishes an
adversarial training dynamic between a generator network that learns to produce realistic synthetic
samples from a latent noise distribution and a discriminator network that learns to distinguish real from
synthetic instances. The competitive optimization between generator and discriminator drives the
generator toward a learned distribution that closely approximates the real data distribution. The
extension of this framework to Conditional GANs — in which both generator and discriminator receive
class label information as an additional conditioning input — enables class-specific synthesis, a property
of critical importance in the medical domain, where synthetic data must reproduce the conditional
distribution of image features given a clinical label rather than the marginal distribution alone.

Goncalves et al. [15] provided a broad evaluation framework for synthetic patient data generation
methods, reviewing approaches spanning tabular electronic health records, longitudinal clinical
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observations, and medical images, and proposing a unified methodology for assessing the fidelity,
privacy, and downstream utility of synthetic outputs. Their analysis identified fidelity — the degree to
which synthetic data replicates the statistical properties of real data — and utility — the improvement
in task performance afforded by synthetic augmentation — as the two primary quality dimensions, and
highlighted the absence of standardized evaluation protocols as a critical limitation impeding
reproducible comparison across the field. Yan et al. [16] extended this work through a multifaceted
benchmarking of synthetic electronic health record generation models, comparing VAE-based, GAN-
based, and autoregressive approaches on multiple fidelity and utility metrics, and confirming that no
single generative method achieves uniformly superior performance across all evaluation dimensions,
underscoring the need for context-specific, multi-criteria evaluation frameworks.

In the medical image synthesis literature specifically, Yi Walia et al. [17] conducted a comprehensive
review of GAN applications across clinical imaging, documenting use cases encompassing cross-
modality image synthesis, lesion simulation, image reconstruction, and classification augmentation (Fig.
4). Their review identified the evaluation of synthetic image quality as a persistent methodological
challenge — specifically noting the inadequacy of pixel-level fidelity metrics such as mean squared
error and peak signal-to-noise ratio for capturing clinically meaningful quality dimensions, and of
general-purpose metrics such as the Fréchet Inception Distance which are calibrated to natural image
statistics rather than clinical image characteristics. Frid-Adar et al. [53] demonstrated empirically that
GAN-based data augmentation — specifically the generation of synthetic liver lesion images to
supplement conventional augmentation strategies — substantially improved CNN classification
performance under severe class imbalance, providing one of the earliest direct demonstrations of GAN-
augmented training utility in a clinical classification task and establishing a methodological template for
augmentation-oriented medical image synthesis.
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A critical gap that persists across this literature — and that directly motivates Stage A of the holistic
framework operationalized in this thesis — is the absence of systematic, multi-criteria evaluation
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frameworks for assessing the clinical quality, statistical alignment, and predictive utility of synthetic
medical images as a post-generation quality control step. Existing evaluation practice typically focuses
on generation-phase metrics computed during adversarial training, without providing a structured
methodology for filtering or certifying the synthetic outputs subsequently used for downstream model
training. The SPINE framework developed in Chapter 4 addresses this gap directly by introducing a
reproducible, three-axis evaluation pipeline that integrates expert domain knowledge, statistical data
analysis, and adversarial evaluation into a unified end-to-end data management architecture.

2.4. Explainable Al in Medicine

The deployment of deep learning models in clinical settings confronts a fundamental tension between
predictive performance and interpretability. High-capacity deep neural networks achieve state-of-the-
art accuracy across a broad range of medical classification and prediction tasks, yet their internal
decision-making processes are largely opaque — a property that is deeply problematic in clinical
contexts where regulatory compliance, clinical accountability, and the requirements of informed patient
consent demand that diagnostic reasoning be transparent and communicable. The field of Explainable
Artificial Intelligence has emerged as a direct response to this challenge, seeking to develop methods,
frameworks, and evaluation protocols that render the reasoning of deep models transparent,
interpretable, and actionable to human stakeholders [9].

Arrieta et al. [9] provided the most extensive conceptual taxonomy of XAl, distinguishing between
transparent models — those inherently interpretable by design, including decision trees, linear models,
and rule-based systems — and post-hoc explanation methods applicable to black-box models after
training. Their taxonomy further classifies post-hoc methods by the type of explanation produced:
feature attribution scores, saliency maps, concept-based explanations, counterfactual instances, and
textual natural language justifications. Critically, the study framed explainability as a prerequisite for
the responsible deployment of Al in high-stakes domains, and identified healthcare as the domain in
which the ethical imperative for explainability is most acute. Adadi and Berrada [54] contributed a
complementary review focused specifically on the problem of "peeking inside the black box,"
systematically surveying explanation methods across the dimensions of scope — global explanation of
overall model behaviour versus local explanation of individual predictions — form (visual, textual, or
mathematical), and model dependency (model-agnostic versus architecture-specific). Tjoa and Guan
[10] provided a targeted review of XAI methods in the medical Al context, analysing 84 studies and
identifying the clinical, regulatory, and ethical imperatives that make explainability particularly critical
in healthcare — including the requirements of the European Union's Al Act for Annex III high-risk Al
systems, which explicitly encompasses medical diagnostic devices, and the medical device regulatory
frameworks of the FDA and EMA that govern the approval of Al-based clinical decision support tools

(Fig. 5).
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Figure 5: Overview on perceptive interpretability methods. (a) Decomposition mechanism, (b) Sensitivity
mechanism, (c¢) Signal method, (d) Verbal interpretability [10]

Gradient-weighted Class Activation Mapping [55], is among the most widely adopted post-hoc, model-
specific, local visual explanation methods for CNNs. By computing the gradient of the target class score
with respect to the feature map activations of a target convolutional layer and combining those
activations in a globally pooled, class-discriminative weighted sum, Grad-CAM generates a coarse
spatial attention heatmap that highlights the image regions most influential in driving the model's
prediction. The practical value of Grad-CAM in medical imaging lies in its ability to reveal whether a
model's learned discriminative focus aligns with clinically meaningful anatomical structures —
providing a principled mechanism for detecting erroneous shortcut learning and communicating model
reasoning to clinical users in a visually intuitive format.

SHapley Additive exPlanations — grounded in cooperative game theory through the Shapley value
originally formalized by Shapley [56] — provide a model-agnostic, tabular feature attribution
framework assigning each input feature a contribution score reflecting its marginal impact on the
model's output. SHAP satisfies a set of mathematically desirable axiomatic properties — including
efficiency, symmetry, dummy(null-player), and linearity — that distinguish it from earlier importance
measures such as permutation importance and partial dependence plots, and provide a unified,
theoretically grounded attribution framework applicable to gradient boosting models, neural networks,
and linear models alike. Their application to tabular clinical data — as demonstrated in the XGBoost-
based dementia onset prediction system described in Chapter 5 — enables direct alignment of model-
derived feature attributions with independently established clinical knowledge, providing both a
behavioral validation mechanism and an interpretable interface accessible to clinical users without
machine learning expertise.

The broader XAl landscape for medical imaging encompasses a range of additional methods, including
Layer-wise Relevance Propagation, Integrated Gradients, SmoothGrad, LIME, and concept-based
explanation approaches. Each carries distinct computational properties, explanation granularities, and
fidelity-interpretability trade-offs. A critical methodological gap common to all existing XAl methods
is their restriction to single-model explanations: no principled method has been proposed for generating
a consolidated, unified attention map for a majority voting ensemble classifier, a gap that becomes
increasingly acute as ensemble-based architectures dominate medical Al performance benchmarks. The
Fusion Grad-CAM methodology introduced in Chapter 6 of this thesis directly addresses this gap,
extending the Grad-CAM framework to the structurally novel problem of consolidated ensemble
interpretability.
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2.5. Domains and Data Modalities

The holistic framework operationalized in this thesis is demonstrated and validated across two distinct
clinical domains: neurological disorders - specifically dementia and Alzheimer's disease, dermatological
oncology - specifically malignant melanoma. Each domain is characterized by distinct data modalities,
clinical challenges, and existing state-of-the-art methodologies, collectively constituting a
comprehensive and deliberately heterogeneous validation ground for the generalizability of the proposed
framework.

2.5.1. Dementia and Alzheimer's Disease

Dementia is among the most burdensome neurological conditions globally, affecting over 55 million
people worldwide [57] and is characterized pathologically by the progressive accumulation of amyloid-
beta plaques and neurofibrillary tau tangles, and clinically by a trajectory of progressive cognitive
decline from the prodromal stage of Mild Cognitive Impairment through moderate and severe dementia,
culminating in complete functional dependence. The GBD 2016 Dementia Collaborators [21]
documented rising dementia prevalence globally, with projections indicating that the number of affected
individuals will triple to exceed 150 million by 2050 in the absence of effective disease-modifying
therapeutic interventions — a trajectory that underscores the urgent need for scalable, early-warning
diagnostic tools. The biological redefinition of Alzheimer's disease proposed by the NIA-AA Research
Framework of Jack et al. [58] — framing the condition as a biological continuum defined by amyloid,
tau, and neurodegeneration biomarker profiles rather than a binary clinical diagnosis — further
underscores the growing importance of quantitative, data-driven diagnostic tools capable of detecting
subtle pathological signatures before overt clinical symptom manifestation.

Machine learning and deep learning approaches to dementia diagnosis have been applied extensively
across structural MRI, functional MRI, PET imaging, and longitudinal clinical and demographic data.
The OASIS-1 [59] and OASIS-2 datasets and the ADNI dataset [22] have served as the principal
benchmarking resources for algorithmic dementia classification, enabling standardized comparison
across methods and laboratories. Cuingnet et al. [60] established an early empirical baseline through a
systematic comparison of ten automated Alzheimer's disease classification methods applied to ADNI
structural MRI data, documenting the superiority of whole-brain morphometry-based approaches over
region-of-interest methods. Mirzaei et al. [61] surveyed machine learning techniques specifically for
AD and MCI diagnosis, documenting the evolution from SVM-based classifiers applied to handcrafted
morphometric features toward deep convolutional and recurrent architectures applied directly to
volumetric MRI data, and identifying 3D volumetric MRI analysis as the most information-rich
modality for structural dementia classification. Wen et al. [18] subsequently contributed a rigorous
reproducibility evaluation of CNN-based AD classification, identifying data leakage as a prevalent
confound in the published literature — a methodological concern that the DEFORMISE system
described in Chapter 5 of this thesis directly addresses through strict subject-level data partitioning.
Tufail et al. [20] demonstrated the effectiveness of binary deep learning classification for discriminating
demented from non-demented patients from structural MRI, providing architectural and preprocessing
insights that informed the design of the DEFORMISE confidence-based committee.
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Figure 6: Age-standardized prevalence for Alzheimer's disease and other dementias per 100 000 population by
location [21]

The prediction of future dementia onset in individuals currently presenting as cognitively normal — a
formulation of substantially greater preventive clinical value than cross-sectional classification — has
received limited dedicated attention in the deep learning literature. Valero et al. [62] documented the
rates and risk factors associated with MCI-to-dementia conversion in a longitudinal cohort of 550
patients, establishing the epidemiological context for prediction-oriented dementia research. Petersen et
al. [63] characterized the heterogeneity of MCI subtypes and their differential progression trajectories,
identifying estimated total intracranial volume, cognitive screening scores, and age as clinically
established predictors of conversion — precisely the feature cluster identified by the SHAP analysis of
the XGBoost model presented in Chapter 5.

2.5.2. Melanoma and Skin Cancer

Melanoma is the most dangerous form of cutaneous malignancy and among the twenty most prevalent
cancers globally. Esteva et al. [64] demonstrated that a fine-tuned CNN could classify dermoscopic
images of skin cancer — including malignant melanoma — at dermatologist-level accuracy, establishing
the clinical viability of deep learning for automated dermoscopic interpretation. Arnold et al. [23]
documented the global burden of melanoma and projected a 50% increase in new case incidence by
2040, underscoring the public health urgency of developing scalable diagnostic and prognostic tools.
Breslow [65] established tumour thickness — measured from the top of the epidermal granular layer to
the deepest point of melanoma invasion — as the primary prognostic determinant in melanoma staging,
treatment planning, and survival prediction, a clinical relationship subsequently validated in large cohort
studies [66]. Ward et al. [24] provided a comprehensive review of melanoma clinical presentation and
staging according to the American Joint Committee on Cancer system, establishing the clinical
framework within which non-invasive thickness prediction from dermoscopic images represents a high-
impact diagnostic target (Fig. 7).
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Tschandl et al. [67] introduced the HAM 10000 dataset — a large-scale, multi-institutional collection of
dermoscopic images covering the most clinically relevant pigmented skin lesion categories — which
has served alongside the Derm7pt dataset used in this thesis as a primary benchmark for dermoscopy-
based classification research. The specific problem of non-invasive melanoma thickness estimation from
dermoscopic images has been addressed by a limited body of prior work, progressing from logistic
regression applied to binary thickness categories [66], through ordinal and neural network approaches
achieving 68.4% multiclass accuracy [68], to VGG-19 transfer learning achieving 87.2% accuracy [69],
with further contributions by Szijarté et al. [70] — each establishing successive performance
benchmarks against which the ResNeXt-based approach developed in Chapter 5 is evaluated and
compared.

2.5.3. Speech as a Modality for Dementia Assessment

The use of speech analysis for cognitive assessment has emerged as a non-invasive, scalable, and
patient-friendly alternative and complement to neuroimaging-based diagnosis [71]. The linguistic,
acoustic, and paralinguistic markers of Alzheimer's disease in connected speech — including increased
pause frequency and duration, reduced lexical diversity, impaired sentence completion, degraded
semantic coherence, and simplified syntactic structure — have been systematically characterized in the
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clinical linguistics and computational neuroscience literature [72], with the study established the
foundational empirical basis for automated speech-based AD detection, demonstrating that a classifier
trained on 370 handcrafted linguistic features extracted from picture-prompted speech transcripts could
discriminate AD patients from healthy controls with 81.9% accuracy. The ADReSSo Challenge,
organized in 2021, provided standardized benchmark datasets and evaluation protocols for spontaneous
speech-based AD detection, enabling rigorous cross-laboratory comparison of algorithmic approaches
— including the NeuroXVocal system presented in Chapter 5, which sets a new state-of-the-art
performance benchmark on the ADReSSo held-out test set. The development of large-scale self-
supervised speech models and of high-accuracy ASR systems has further transformed the field by
enabling the extraction of high-fidelity acoustic embeddings and accurate transcriptions directly from
raw audio — components central to the multimodal fusion architecture developed in this thesis. Syed et
al. [73] demonstrated the competitive performance achievable on the ADReSSo benchmark through
combined acoustic and textual modalities, establishing the state-of-the-art baseline against which the
NeuroXVocal three-stream fusion architecture is benchmarked in Chapter 5.

2.6. Gap Analysis

The literature reviewed across the preceding subsections, while documenting the considerable advances
achieved within individual subfields of medical Al, simultaneously reveals a set of recurrent
methodological limitations and structural deficits that collectively motivate and justify the holistic
framework operationalized in this thesis.

The first and most fundamental gap concerns the fragmented, application-specific character of the
dominant research paradigm. The vast majority of published work addresses a single clinical problem,
a single data modality, and a single methodological stage — developing a classification model for a
specific condition, training it on a specific dataset, and evaluating it with a narrow set of performance
metrics. The deficiency is not domain specialization itself but the methodological isolation it produces:
a model is optimized for a single endpoint without upstream assurance that its training data are fit for
purpose, and without downstream evidence that its outputs are interpretable or clinically actionable.
This is compounded by reliance on narrow metrics — for instance, reporting only classification accuracy
on a single held-out split, without calibration, external validation, or clinical-utility analysis — which
can substantially overstate real-world readiness. This fragmentation precludes the development of
unified methodological principles applicable across clinical domains and fails to represent the full data-
to-decision pipeline that a clinically deployable Al system must traverse. The holistic approach adopted
in this thesis addresses this gap by vertically instantiating the three principal pillars that FUTURE-AI
and the broader institutional consensus identify as essential — synthetic data quality assurance (Stage
A), deep learning model development (Stage B), and XAl-based model evaluation (Stage C) — to a
depth of methodological and empirical rigor that existing horizontal frameworks acknowledge as
necessary but do not themselves provide, validated across two distinct medical domains and four data
modalities.

The second gap concerns the post-generation evaluation of synthetic medical image data. Despite the
extensive literature on GAN-based image synthesis, systematic, multi-criteria evaluation frameworks
for certifying the clinical quality, statistical alignment, and predictive utility of synthetic outputs prior
to their use in model training remain largely absent. Post-generation evaluation is typically limited to
GAN training-phase metrics designed for natural image synthesis and poorly calibrated to clinical
diagnostic standards. The SPINE framework introduced in Chapter 4 addresses this gap by providing a
structured, reproducible, and clinically grounded evaluation methodology integrating expert domain
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assessment, statistical data analysis, and adversarial utility evaluation in a unified pipeline applicable to
pulmonary X-ray synthesis.

The third gap concerns the explainability of ensemble classifiers. While XAI methods for individual
deep learning models are well established, no principled methodology has been proposed for generating
a consolidated, unified attention map that faithfully represents the joint reasoning of a majority voting
ensemble — a gap that becomes increasingly consequential as ensemble and committee-based
architectures dominate medical Al performance benchmarks. The Fusion Grad-CAM methodology
introduced in Chapter 6 fills this gap by extending the Grad-CAM framework to ensemble systems
through confidence-weighted map fusion, restricted to majority-contributing models.

The fourth gap concerns the design philosophy of explainability components. In the majority of
published medical Al systems, XAl components — where present — are treated as an unvalidated
afterthought — generic attribution methods applied to an independently trained classifier, neither
grounded in domain-specific clinical knowledge nor formally validated against clinical criteria. The
NeuroXVocal system described in Chapter 5 departs from this convention by designing the XVocal
RAG-based explanation module as an integral functional component of the system — grounded in a
curated, domain-specific clinical literature corpus and evaluated by medical professionals against ten
structured clinical criteria — embodying the thesis's commitment to treating clinical explainability as a
non-negotiable first-class design objective rather than an optional analytical postscript. Taken together,
these four gaps define the scientific niche occupied by this thesis and provide the precise justification
for the holistic, multi-stage, multi-domain framework that constitutes its principal contribution.
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3. The Holistic Framework
3.1. Framework Philosophy

The development and deployment of Al systems in clinical medicine have, over the past decade, been
characterized by a pervasive methodological fragmentation that stands in increasing tension with the
demands of clinical practice, regulatory compliance, and ethical accountability. The vast majority of
published research in medical Al addresses a single clinical problem, operates on a single data modality,
and optimizes a single performance metric within a single methodological stage — typically model
development — without systematic attention to the upstream data quality conditions upon which model
reliability depends, or to the downstream interpretability requirements without which clinical adoption
remains unattainable. This fragmentation is not merely an organizational inconvenience; it constitutes a
structural impediment to the responsible translation of Al from laboratory benchmarks to patient-facing
clinical decision support.

The recognition that medical Al requires a more holistic, lifecycle-oriented approach has gained
substantial momentum in the recent literature. Topol [6] argued that the convergence of artificial
intelligence and human clinical expertise constitutes a new paradigm for high-performance medicine,
but simultaneously identified data quality, algorithmic transparency, and regulatory alignment as
unresolved prerequisites for that convergence. Kelly et al. [7] subsequently articulated the key
challenges for delivering clinical impact with Al, emphasizing that technical performance alone is
insufficient and that clinical translation demands attention to data representativeness, validation rigor,
regulatory pathways, and the integration of Al outputs into clinical workflows. These converging calls
for a more systematic approach found their most authoritative institutional expression in the World
Health Organization's guidance on the ethics and governance of artificial intelligence for health [13],
which established six consensus ethical principles — protecting human autonomy, promoting human
well-being and safety, ensuring transparency and explainability, fostering responsibility and
accountability, ensuring inclusiveness and equity, and promoting responsive and sustainable Al — and
explicitly framed these principles as requirements that must be operationalized across the entire Al
lifecycle rather than addressed in isolation at any single stage. The European Union's regulatory
landscape reinforced this lifecycle perspective through the Al Act [12], the world's first comprehensive
Al legislation, which classifies healthcare Al systems as high-risk and mandates conformity assessment,
risk management, data governance, transparency, human oversight, and post-market monitoring as
legally binding requirements applicable across the full product lifecycle.

The academic community has responded to these institutional imperatives with an increasingly
sophisticated body of lifecycle-oriented frameworks, among which the FUTURE-AI international
consensus guideline [11] stands as the most comprehensive and most widely endorsed. Developed
through a modified Delphi process involving 117 experts from 50 countries representing clinical
medicine, computer science, regulatory affairs, ethics, and patient advocacy, FUTURE-AI articulates
six guiding principles — Fairness, Universality, Traceability, Usability, Robustness, and Explainability
— operationalized through 30 best practices that span the technical, clinical, socioethical, and legal
dimensions of the Al lifecycle. Critically for the present thesis, the FUTURE-AI best practices are
organized around four principal operational phases that correspond directly to the three stages proposed
in this thesis: (i) The FUTURE-AI Design phase which corresponds to the data foundation dimension,
encompassing best practices related to data collection, curation, representativeness, quality assurance,
and documentation; (ii) The FUTURE-AI Development phase which corresponds to the model

development dimension, encompassing best practices related to architectural design, training
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methodology, internal and external validation, and reproducibility; and (iii)the FUTURE-AI Evaluation
& Deployment phase which corresponds to the trustworthiness dimension, encompassing best practices
related to explainability, robustness testing, fairness auditing, and clinical interpretability. This tripartite
structure — data, model, interpretability — is not unique to FUTURE-ALI; it recurs, with varying degrees
of specificity, across the WHO ethical guidance [13] and the EU Al Act's requirements for high-risk
systems [12]. The convergence of these independently developed frameworks around the same three
operational pillars provides strong evidence that the data — model — interpretability pipeline represents
not an arbitrary organizational choice but a principled and well-supported structure for the responsible
development of medical Al systems (Fig. 8).

Stage B

3. Evaluation phase
G4: Define adequate evaluation plan

Un3:; Evaluate using external and/or multisite data
F3: Evaluate fairness and debiasing measures
Us4: Evaluate user experience and acceptance
UsS5: Evaluate clinical utility and safety

R3: Evaluate robustness against real variations
E2: Evaluate explainability with end users

T2: Document Al tool including evaluations

Stage A

4. Deployment phase
Un4: Evaluate local clinical validity
T3: Define mechanisms for quality control
T4: Implement periodic auditing system

TS: Implement logging system '
Us3: Provide training materials and activities
G5: Comply with Al regulatory requirements
T6: Establish mechanism for Al governance
Stage C

Figure 8: FUTURE-AI framework mapped into the three operational dimensions (Data Foundation, Model

Development, Trustworthiness/Interpretability) [11]
FUTURE-AI and its companion frameworks operate at the level of horizontal breadth — providing
comprehensive checklists, governance principles, and organizational recommendations applicable
across the full spectrum of medical Al development — the present thesis does not pursue a horizontal
extension of this landscape. Instead, the contribution of this thesis is explicitly vertical: it takes the three
mapped principal pillars that FUTURE-AI and the broader consensus identify as essential — data quality
assurance, model development, and interpretability — and develops each pillar to a depth of
methodological and empirical rigor that existing horizontal frameworks do not and cannot provide,
while simultaneously demonstrating the sequential dependency between them through concrete, multi-
domain, multi-modality implementations.

35



The vertical character of this contribution is best understood through an analogy. The lifecycle
frameworks of the published literature — and FUTURE-AI in particular — provide the architectural
blueprint of a building, specifying that foundations, structural walls, and a roof are all necessary and
must be constructed in sequence. The present thesis constructs the building itself: it pours the foundation
(Stage A: SPINE), erects the structural walls across four distinct rooms (Stage B: dementia onset
prediction, melanoma thickness prediction, DEFORMISE, and NeuroXVocal), and installs the roof that
renders the structure habitable (Stage C: Fusion Grad-CAM). The value of the blueprint is not
diminished by the construction; rather, the construction validates, instantiates, and — in specific
methodological dimensions — extends the blueprint by addressing gaps that horizontal frameworks
identify but do not resolve. The framework therefore adopts the structure that FUTURE-AI and the
broader consensus independently converge upon, in which each stage addresses a distinct and
sequentially dependent dimension of the medical Al lifecycle:

e Stage A (Data Foundation) addresses the quality, reliability, and clinical appropriateness of the
data upon which all subsequent modeling depends — with particular emphasis on the post-
generation evaluation of synthetic medical data, a challenge that FUTURE-AI acknowledges as
critical but for which no published framework provides a concrete, reproducible, multi-criteria
evaluation methodology.

e Stage B (Model Development) addresses the design, training, and rigorous evaluation of deep
learning and machine learning models across multiple clinical domains and data modalities —
operationalizing the model development best practices articulated by FUTURE-AI, while
introducing domain-specific architectural innovations that advance the state of the art in each
application area.

e Stage C (Clinical Interpretability) addresses the explainability and clinical transparency of
model predictions — responding directly to FUTURE-AI's Explainability principle, to the
regulatory mandate for interpretability established by the EU Al Act and the WHO guidance
and to the specific methodological gap of ensemble interpretability that no existing XAl
technique addresses.

The sequential dependency between stages is not merely organizational but epistemological: Stage B
cannot produce reliable models without the data quality guarantees established by Stage A, and Stage C
cannot produce meaningful explanations without the well-validated models developed in Stage B. This
dependency chain — data quality — model development — interpretability — constitutes the logical
backbone of the holistic framework and reflects the thesis's conviction that clinical Al systems must be
understood and evaluated not as collections of independent components but as integrated pipelines in
which each stage inherits the assumptions, limitations, and guarantees of the stages that precede it (Fig.
9).
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3.2. Stage A: Data Foundation

The foundational premise of Stage A is that the quality, representativeness, and clinical appropriateness
of training data constitute the single most consequential determinant of the reliability and safety of any
downstream medical Al system. This premise, while increasingly acknowledged in the recent literature,
remains insufficiently operationalized in practice. The FAIR Guiding Principles for scientific data
management and stewardship [8] — establishing the Findable, Accessible, Interoperable, and Reusable
data quality requirements — provided the foundational vocabulary for principled data governance in
scientific research, and their application to the health domain has been documented in subsequent work.
FUTURE-AI explicitly identifies data quality as the first phase of trustworthy Al development, requiring
that training datasets be representative of the target population, free from systematic biases, and
accompanied by transparent documentation of their provenance, composition, and known limitations.

Despite this broad consensus on the importance of data quality, the specific challenge of evaluating the
quality of synthetically generated medical data remains a critical unresolved problem. Synthetic data
generation — particularly through Generative Adversarial Networks — has emerged as a principal
methodological response to the endemic problems of data scarcity, class imbalance, and privacy
constraints that characterize clinical datasets, as documented extensively in the literature reviewed in
Chapter 2. However, the post-generation evaluation of synthetic medical images has received
remarkably little systematic attention. FUTURE-AI and its companion frameworks all acknowledge the
importance of data quality in general terms, but none provides a concrete, reproducible, multi-criteria
methodology for certifying that synthetically generated medical images are clinically accurate,
statistically aligned with real-world data distributions, and genuinely useful for downstream model
training. This gap is not trivial: synthetic data that appears visually plausible but fails to preserve the
statistical or anatomical properties of real clinical images can introduce systematic biases into
downstream classifiers, with potentially serious consequences for patient safety.

Stage A of the holistic framework addresses this gap through the SPINE (Synthetic Pulmonary Imaging
Evaluation) framework [26], developed as a structured, reproducible, and clinically grounded
methodology for the post-generation evaluation of synthetic pulmonary images. The vertical
contribution of SPINE relative to the existing data quality literature — and relative to FUTURE-AI
specifically — is precise: while FUTURE-AI specifies that data quality must be assured, SPINE
provides how — a concrete, multi-axis evaluation pipeline integrating expert domain knowledge (Axis
1), statistical data analysis (Axis 2), and adversarial evaluation (Axis 3) into a unified end-to-end data

management architecture. Each axis targets a clinically distinct quality dimension: Axis 1 encodes
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anatomical and radiological domain expertise into algorithmic criteria for automated quality screening;
Axis 2 derives empirical statistical thresholds from real-world reference datasets to identify synthetic
images with aberrant noise or sharpness profiles; and Axis 3 leverages a separately trained baseline
classifier to directly measure the predictive utility of synthetic data relative to real data in a task-oriented
framework that goes beyond traditional image similarity metrics.

The design of Stage A reflects two deeper convictions that pervade the holistic framework. First, data
quality evaluation must not be an afterthought appended to a model development pipeline but an integral,
formalized, and independently verifiable stage that precedes and conditions all subsequent modeling
decisions. This conviction is consistent with the emerging paradigm of data-centric artificial
intelligence, which argues that systematic improvements to data quality — rather than exclusively to
model architectures — represent the most impactful lever for advancing Al system performance,
particularly in data-constrained domains such as medical imaging. Second, the evaluation of synthetic
data quality is inherently multi-dimensional and cannot be reduced to a single metric: clinical accuracy,
statistical alignment, and predictive utility are complementary but non-redundant quality dimensions
that must each be assessed independently before a synthetic dataset can be responsibly used for
downstream model training. The SPINE framework's three-axis architecture operationalizes this
principle of dimensional independence while maintaining sequential coherence within the broader
holistic pipeline.

The outputs of Stage A — quality-assured datasets — constitute the input foundation upon which Stage
B constructs its domain-specific deep learning models. The quality guarantees established at this stage
propagate forward through the pipeline, ensuring that the models developed in Stage B are built upon
data whose clinical meaningfulness and statistical integrity have been independently verified rather than
assumed.

3.3. Stage B: Model Development

Stage B constitutes the central and most extensive pillar of the holistic framework, encompassing the
design, training, and rigorous evaluation of deep learning and machine learning models across multiple
clinical domains and data modalities. The positioning of model development as the second — not the
first — stage of the pipeline is a deliberate architectural decision that reflects the thesis's conviction,
supported by the literature reviewed in Stage A, that model performance is fundamentally bounded by
data quality and that no degree of architectural sophistication can compensate for deficiencies in the
training data upon which a model relies. Checklist for Artificial Intelligence in Medical Imaging
(CLAIM) [19], collectively define the reporting expectations against which clinical Al research is
increasingly evaluated. FUTURE-AI subsumes and extends these requirements within its broader
lifecycle framework, adding best practices related to robustness testing, fairness auditing, and the
documentation of failure modes — dimensions that the individual reporting standards address partially
but not comprehensively.

The model development philosophy adopted in Stage B is informed by but not confined to these
requirements. Stage B addresses what must be built — introducing domain-specific architectural
innovations, preprocessing strategies, and evaluation protocols that collectively advance the state of the
art in each application area while demonstrating the generalizability of the holistic framework across
fundamentally different clinical problems and data types. The four applications developed within Stage
B — dementia progression prediction from longitudinal tabular data (Section 5.1), melanoma thickness
prediction from dermoscopic images (Section 5.2), dementia diagnosis from 3D volumetric brain MRI
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through the DEFORMISE framework (Section 5.3), and Alzheimer's disease detection from picture-
prompted speech through the NeuroXVocal system (Section 5.4) — were deliberately selected to span
the maximum diversity of data modalities (tabular data, 2D images, 3D volumetric data, and multimodal
audio-text-embedding representations), clinical domains (neurology, dermatological oncology, and
speech-based cognitive assessment), and methodological paradigms (gradient boosting on structured
features, transfer learning on convolutional architectures, custom 3D deep learning with ensemble
committees, and transformer-based multimodal fusion).

This deliberate heterogeneity serves a dual purpose within the holistic framework. First, it provides
empirical evidence that the three-stage pipeline structure — data quality — model development —
interpretability — is not an artifact of a particular clinical domain or data modality but a technically
realizable engineering paradigm applicable across the spectrum of medical signal and image analysis.
Second, the heterogeneity ensures that the vertical depth achieved in each application is not purchased
at the cost of narrow applicability: the lessons learned from edge-based MRI slice selection in
DEFORMISE, from lesion isolation preprocessing in melanoma thickness prediction, from SMOTE-
augmented longitudinal prediction in dementia onset modelling, and from three-stream transformer
fusion in NeuroXVocal are methodologically transferable to adjacent problems within and beyond their
respective domains.

A cross-cutting methodological principle that unifies all four Stage B applications is the treatment of
preprocessing as a first-class design decision rather than a perfunctory pipeline step. In each application,
the preprocessing strategy is informed by domain-specific clinical and technical knowledge, is explicitly
motivated and justified, and is validated through ablation studies that quantify its contribution to model
performance. This principle is directly consistent with FUTURE-AI's requirement that all data
transformations and preprocessing steps be documented, justified, and reproducible, and reflects the
thesis's broader commitment to treating each stage of the holistic pipeline — including the transitions
between stages — as a site of methodological innovation rather than an implementation detail.

A second cross-cutting principle is the systematic use of ensemble and committee-based architectures
where the clinical stakes and the available architectural diversity warrant them. The confidence-based
committee of DEFORMISE [29] and the majority voting structures employed across Stage B
applications reflect the thesis's conviction — supported by the broader machine learning literature and
by the specific empirical results reported in Chapter 5 — that combining architecturally diverse models
through principled aggregation mechanisms consistently yields more robust, more generalizable, and
more clinically trustworthy predictions than any individual model can achieve alone. This conviction,
however, introduces a new interpretability challenge — how to explain the reasoning of an ensemble —
that Stage C is specifically designed to address.

The rigorous evaluation protocols employed across all Stage B applications — including strict subject-
level data partitioning to prevent data leakage, k-fold cross-validation across multiple fold
configurations, external validation on independent datasets, statistical significance testing of
performance differences, and ablation studies that isolate the contribution of each architectural and
preprocessing component — are designed to satisfy the requirements of CLAIM [19], and the regulatory
expectations of the EU Al Act. The consistent achievement of state-of-the-art performance benchmarks
across all four applications validates the effectiveness of the holistic framework's model development
philosophy and confirms that methodological rigor and performance excellence are complementary
rather than competing objectives.
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3.4. Stage C: Clinical Interpretability

The third and final stage of the holistic framework addresses a requirement that the literature, regulatory
authorities, and clinical stakeholders increasingly identify as non-negotiable for the responsible
deployment of Al in healthcare: the ability to explain, in clinically meaningful and transparent terms,
why a model produces a given prediction for a given patient. This requirement is simultaneously ethical,
regulatory, and scientific — and its urgency is amplified by the ensemble architectures developed in
Stage B, which compound the opacity of individual deep learning models through collective decision-
making processes that existing XAl methods cannot address in a consolidated manner.

The ethical imperative for interpretability in clinical Al has been articulated across multiple disciplinary
perspectives. Arrieta et al. [9] provided the most extensive conceptual taxonomy of Explainable
Artificial Intelligence, framing explainability as a prerequisite for the responsible deployment of Al in
high-stakes domains and identifying healthcare as the domain in which this imperative is most acute.
The WHO guidance on Al for health explicitly identified transparency and explainability as one of its
six consensus ethical principles. The EU Al Act codifies this requirement into law for high-risk Al
systems — a category that explicitly encompasses medical diagnostic devices under Annex III.
FUTURE-AI operationalizes the regulatory and ethical mandate through its Explainability principle and
its associated best practices, which require that Al systems provide explanations that are comprehensible
to their intended users, that the clinical relevance of those explanations be validated, and that the
limitations of post-hoc explanation methods be explicitly acknowledged.

Stage C of the holistic framework responds to this landscape — to the FUTURE-AI Explainability
principle, to the regulatory mandate, to the scientific critiques, and to the specific technical challenges
introduced by the ensemble architectures of Stage B. Fusion Grad-CAM [31], a novel methodology for
generating consolidated, unified attention maps for majority voting ensemble classifiers. The specific
gap that Fusion Grad-CAM addresses is both precise and consequential: while Grad-CAM [55] is among
the most widely adopted post-hoc visual explanation methods for individual CNNs, and while ensemble-
based architectures dominate the performance benchmarks in medical imaging — including the
DEFORMISE confidence-based committee developed in this thesis — no principled method has been
proposed in the published literature for producing a single attention map that faithfully represents the
joint reasoning of the ensemble as a whole. Fusion Grad-CAM fills this gap through two fusion strategies
— simple averaging and confidence-weighted averaging of the Grad-CAM maps produced by majority-
contributing models — with the critical design principle that only models whose predictions align with
the majority vote contribute to the fused map, ensuring that the consolidated visualization represents the
reasoning behind the actual ensemble decision.

The position of Stage C as the final stage of the holistic pipeline is not arbitrary: it reflects the
epistemological dependency of explanation upon prediction. An explanation is meaningful only insofar
as it illuminates the reasoning of a model that has been demonstrated to be accurate and reliable;
conversely, a model that cannot be explained — regardless of its accuracy — cannot be clinically trusted,
as Obermeyer et al. [74] demonstrated empirically when they exposed systematic racial bias in a widely
deployed health algorithm that had achieved high aggregate performance but whose decision logic, once
examined, was found to encode a proxy for cost rather than clinical need. Stage C thus serves as both
the culmination and the validation of the holistic pipeline: it takes the models developed in Stage B —
built upon the quality-assured data foundations of Stage A — and renders their reasoning transparent,
communicable, and clinically accountable.
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4. Stage A — Data Evaluation and Enrichment
4.1. Introduction to SPINE Framework

The first stage of the holistic framework operationalized in this thesis addresses one of the most
fundamental and frequently overlooked challenges in the application of deep learning to medical
imaging: the evaluation of training data, and of synthetically generated medical images. Before any
model can be trained or deployed, the data on which it relies must be verified to be clinically meaningful,
statistically coherent, and practically useful. This imperative is especially acute in the medical domain,
where data scarcity, privacy constraints, and class imbalance are endemic problems that motivate the
use of synthetic data generation techniques.

The framework introduced in this stage, termed SPINE (Synthetic Pulmonary Imaging Evaluation) [26],
was developed to fill a critical gap in the literature. While considerable research effort has been devoted
to the generation of synthetic medical images—particularly through Generative Adversarial Networks
(GANs)—systematic, multi-criteria evaluation frameworks for assessing the clinical and statistical
quality of the resulting synthetic datasets remain largely absent [15], [16]. SPINE addresses this gap by
providing a structured, reproducible, and clinically grounded methodology for post-generation
evaluation of synthetic pulmonary images.

The specific medical context in which SPINE is applied concerns the diagnosis of respiratory
conditions—specifically, the differentiation between normal and pneumonia-affected chest X-ray
images. Chest radiography is one of the most widely used diagnostic tools in clinical practice, and the
accurate interpretation of chest X-rays for pneumonia is of critical importance, particularly in pediatric
populations [75]. However, obtaining large, diverse, and high-quality annotated datasets of chest X-rays
is both logistically and ethically challenging. Synthetic data generation through GANs offers a
promising avenue for addressing data scarcity while protecting patient privacy. The SPINE framework
was designed to ensure that such synthetic data is clinically accurate, statistically aligned with real-
world data, and genuinely useful for downstream machine learning tasks.

The framework operates along three evaluation axes: (i) expert domain assessment, (ii) statistical data
analysis, and (iii) adversarial evaluation. These axes are applied sequentially and independently, each
targeting a different dimension of synthetic image quality. Importantly, the framework is designed not
as an isolated evaluation tool but as an integral component of a broader end-to-end data and model
management pipeline, in which synthetic data generation and classifier development serve as
preparatory tasks that enable the adversarial evaluation axis to function. This end-to-end design
philosophy reflects the holistic approach that characterizes the entirety of the research presented in this
thesis.

4.1.1. Methodology

The SPINE framework is embedded within a two-stage preparatory pipeline that produces both the
synthetic data to be evaluated, and the classifier required for adversarial evaluation. This pipeline begins
with a real-world dataset and proceeds systematically to produce all necessary artifacts for the SPINE
evaluation axes.

Dataset: The foundation of the pipeline is the Mendeley Chest X-Ray dataset [75], sourced from the
Guangzhou Women and Children's Medical Center. The dataset consists of 5,856 anterior-posterior
chest X-ray images from pediatric patients aged one to five years, categorized into two classes: Normal
(1,583 images) and Pneumonia (4,273 images). All images in the dataset were graded by two expert
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physicians, with a third physician providing additional review for the evaluation subset, ensuring high
annotation quality. The dataset was stratified and partitioned into two principal subsets: Real main
(90%) and Real test (10%). The Real main subset was further stratified into Real subl (95%) and
Real sub2 (5%), where Real subl was used for classifier training and Real sub2 was reserved for
adversarial evaluation (Fig. 10).
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Figure 10: SPINE Development Schema [26]
Preparatory Task 1: Data Synthesis via Conditional GAN

To generate the synthetic dataset required for evaluation, a custom conditional Generative Adversarial
Network (cGAN) was developed and trained on the Real main subset. The choice of a conditional GAN,
as opposed to an unconditional generative model, was motivated by the need to generate class-specific
synthetic images corresponding to both the Normal and Pneumonia categories [76]. The generator
architecture takes two inputs: a noise vector sampled from a latent space of dimensionality 200, and a
class label processed through an embedding layer. The label pathway transforms the embedded label
through a dense layer and reshapes it into a 32x32 feature map. The noise pathway processes the latent
vector through a dense layer and reshapes it into a 32x32x256 feature map. These two pathways are
concatenated and subsequently passed through a series of transposed convolutional layers that
progressively upsample the merged representation from 32x32 to 256x256, doubling the spatial
dimensions at each step. Instance normalization and LeakyReLU activations [77] are applied between
up sampling stages, with the final output produced via a transposed convolutional layer with a hyperbolic
tangent (tanh) activation function. The transposed convolution operation, which serves as the core up
sampling mechanism in the generator, can be expressed as:
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Y = X « T(F)

where Yis the output feature map, Xis the input feature map, Tdenotes the transposed convolution
operation with filter F, and a stride of (2,2) is employed to achieve spatial up sampling.

The discriminator receives a paired input consisting of an image of shape (256,256,1) and a class label.
The label is embedded into a 50-dimensional vector, expanded via a dense layer to match the spatial
dimensions of the image, and concatenated along the channel dimension with the image input. This
merged representation is then processed through a series of convolutional layers with LeakyRelLU
activations, progressively down sampling from 128%128 to 32x32 with a stride of (2,2) at each stage.
Dropout layers with a rate of 0.3 are interspersed to mitigate overfitting. The final stage flattens the
feature map and applies a dense layer with sigmoid activation, producing a probability score indicating
whether the input image-label pair is real or synthetic.

Training followed the standard adversarial protocol, with the generator and discriminator updated in
alternating fashion using binary cross-entropy loss [14]and the Adam optimizer [78]. The training was
conducted over 70 epochs with a batch size of 8. The LeakyReLU activation function used throughout
both networks is defined as:

_(x ifx>0
f(x) = {ax otherwise

where a = 0.01 defines the slope for negative inputs.
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Figure 11: Generator and Discriminator Losses over training epochs [26]
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Figure 12: Representative synthetic chest X-ray images generated at various training epochs [26]

The quality of the generated synthetic data was assessed using the Structural Similarity Index Measure
(SSIM) [79], computed between the Real main and Synthetic datasets:

(Z#xﬂy + Cl)(zaxy + CZ)

SSIM(x,y) =
) (12 + 13 + c1) (02 + 02 + ¢3)

where iy, p,, are the pixel-level means, oy, o), are the variances, gy, is the covariance, and ¢y, ¢, are

stabilization constants.
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Preparatory Task 2: Baseline Classifier Development

The second preparatory task involves the development of a baseline binary classifier capable of
distinguishing between Normal and Pneumonia chest X-rays. This classifier is central to the adversarial
evaluation axis of the SPINE framework, as it provides the mechanism through which the predictive
utility of synthetic data relative to real data is assessed. The classifier was constructed using YOLOVS
Nano [80], initialized with weights pre-trained on the MS COCO dataset [81]. YOLOvVS adopts an
anchor-free design with a decoupled head architecture, separating the classification task from
localization. The fundamental architectural unit, the C2f block, integrates a Convolutional layer, Batch
Normalization, and a SiLU activation, as follows:
X—p

Vo te
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All chest X-ray images were resized to 256x256 pixels as a preprocessing step. The model was fine-
tuned on the Real subl subset for 25 epochs with a batch size of 4, with model selection based on the
lowest validation loss. Binary cross-entropy was employed as the loss function, and performance was
evaluated on the held-out Real test subset (Fig. 13).
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Figure 13: Training and Validation Losses for YOLOvVS Nano classifier [26]
The SPINE framework itself consists of three independent but complementary evaluation axes, each
targeting a distinct quality dimension of the synthetic images.

Axis 1 — Expert Domain Assessment

The first axis encodes clinical and radiological domain knowledge into algorithmic criteria, enabling
automated quality screening of synthetic images based on the expected anatomical characteristics of a
diagnostic-quality chest X-ray. Two criteria are defined under this axis.

Criterion 1.1 — Thoracic Field Completeness: A valid chest X-ray must exhibit clear delineation of the
thoracic cavity, including visible lung fields, cardiac silhouette, diaphragm, and bony structures (Fig.
14). Dense structures such as bones appear bright due to high X-ray absorption, while the lungs and air-
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filled spaces appear dark [82]. To assess this, Otsu's thresholding [83] is applied to binarize the image,
separating bright regions (bones and tissues) from darker regions (lungs and background). The criterion
evaluates whether the segmented lung area remains distinct from the image background. Images in
which the lung and background regions are inseparable are flagged as erroneous.

The between-class variance maximized by Otsu's method is:
05 (t) = wo(Ow1 () [ (t) — 1 (O]
where wq(t)and wq (t)are the class probabilities, and o (t) and p (t) are the class means at threshold

t.
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Figure 14: Thoracic Field Completeness Check — examples of correct (blue lung mask) and erroneous images
(red background mask) [26]
Criterion 1.2 — Diaphragm Existence: The diaphragm is an anatomically mandatory structure in a frontal
chest X-ray. Based on established radiological knowledge, the right hemidiaphragm dome is typically
positioned at 9.7 £+ 0.8 cm below the apex of the first thoracic vertebra, while the left is slightly lower
at 10.2 £+ 0.8cm [84]. In terms of spatial proportion, the diaphragm is expected to occupy approximately
the lower one-sixth of the image when oriented vertically. On a grayscale radiograph, the diaphragm
presents as a well-defined, dome-shaped structure with higher pixel intensity than the overlying air-
filled lungs. The criterion assesses whether the bottom one-sixth region of the image contains a sufficient
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proportion of brighter pixels (exceeding 50% in each lateral half), indicative of diaphragmatic presence.
Images failing this criterion are marked as erroneous (Fig. 15).

Original Image Diaphragm Mask
— T

Correct

Original Image Diaphragm Mask
-'

Erroneous

Diaphragm line )

Figure 15: Diaphragm Existence Check — examples of correct and erroneous images with analyzed region
demarcated [26]

Axis 2 — Statistical Data Analysis

The second axis evaluates synthetic images against empirically derived statistical properties of real-
world lung X-ray datasets. To ensure that the thresholds established are representative of clinical
standards, an additional reference dataset—the NIH ChestX-ray14 dataset [85], comprising 112,120

frontal-view X-ray images from 30,805 unique patients—was incorporated into the analysis. Two
statistical criteria are defined under this axis.

Criterion 2.1 — Diagnostic Noise Level Check: Excessive noise in medical images degrades diagnostic
utility by obscuring fine anatomical detail and reducing contrast. Noise estimation is performed using
Immerkaer's method [86], which estimates noise variance by computing the local mean around each
pixel within a 3x3 neighbourhood:

H-1 w-1
2
e Variance 1 -t Y
oise Variance = - ()] Z (n)
neighbors
i=1 j=1
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where Mis the total number of interior pixels, Hand Ware image dimensions, and I(i, j) denotes pixel
intensity at position (i’ j). Analysis of the noise distributions across the Mendeley dataset (mean: 107.58,
median: 108.72, std: 14.04) and the NIH dataset (mean: 110.62, median: 114.12, std: 14.89) revealed
strong consistency in noise characteristics across real-world chest X-ray images. Based on this analysis,
a noise threshold of 155 was established: synthetic images with noise levels exceeding this threshold are
considered erroneous (Fig. 16, 17).
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Figure 16: Noise distribution histograms for Mendeley, NIH, and Combined datasets [26]
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Figure 17: Diagnostic Noise Level Check — comparison of correct and erroneous synthetic images with noise
maps [26]
Criterion 2.2 — Diagnostic Sharpness Level Check: Image sharpness is critical for the accurate
interpretation of chest X-rays, particularly for conditions such as pneumonia, where subtle changes in
lung density serve as diagnostic indicators [87]. Sharpness is quantified using the Laplacian variance
method, which measures edge density and clarity:
%1 9%

Laplacian Variance = Var(L), L = V2] = e + W

where [is the original image intensity, and V2denotes the Laplacian operator. A higher variance indicates
sharper, more detail-rich images. Analysis of sharpness distributions across the real-world lung X-ray
datasets yielded a minimum sharpness threshold of 23: synthetic images falling below this value are
deemed insufficient for medical application and are excluded (Fig. 18, 19).
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Figure 19: Diagnostic Sharpness Level Check — comparison of correct and erroneous synthetic images with
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Axis 3 — Adversarial Evaluation

The third axis assesses the predictive utility of synthetic images by leveraging the baseline classifier
developed in Preparatory Task 2. The classifier, trained exclusively on real-world data (Real subl), is
used to independently infer both the Real sub2 and Synthetic datasets. The resulting performance
metrics—precision, recall, F1-score, and overall accuracy—are then compared across the two datasets.
This comparative analysis provides a direct measure of how well synthetic images replicate the
discriminative characteristics of real-world data, particularly with respect to each diagnostic class
(Normal and Pneumonia). A narrower performance gap between real and synthetic inference results is
indicative of higher fidelity and greater practical utility of the synthetic dataset. This axis requires human
expert involvement to interpret and contextualize the comparative results, making it the most qualitative
of the three axes.

4.1.2. Results
Preparatory Task 1 — Data Synthesis Results

The cGAN model was trained over 70 epochs, producing a Synthetic dataset of 261 images
corresponding to the class distribution of the source Real main subset. The training dynamics of the
generator and discriminator losses were monitored throughout training and exhibited the characteristic
competitive pattern of adversarial training (Fig. 11, 12). The baseline SSIM between the Synthetic and
Real sub2 datasets was computed at 0.5536, with class-level scores of 0.48 for the Normal class and
0.58 for the Pneumonia class.

Preparatory Task 2 — Classifier Development Results

The YOLOvVS Nano classifier was evaluated on the held-out Real test dataset. The classification report
revealed high precision for the Normal class (0.99) but notably lower recall (0.43), indicating a
conservative classification tendency for non-pathological cases. Conversely, the Pneumonia class
achieved perfect recall (1.00) with acceptable precision (0.74). Overall accuracy stood at 78%, with
macro and weighted Fl-scores of 0.72 and 0.76, respectively. These results confirm the classifier's
functional adequacy for its role as the adversarial evaluation instrument, particularly given the class
imbalance inherent in the dataset.

Axis 1 Results — Expert Domain Assessment

Criterion 1.1 — Thoracic Field Completeness: Application (Otsu's thresholding and lung-background
separation check) to the Real sub2 dataset confirmed that all images passed the criterion, validating the
algorithm's discriminative capacity. When applied to the Synthetic dataset, the criterion successfully
identified erroneous images in which the lung fields were not clearly delineated from the background,
resulting in the exclusion of 76 erroneous samples from the initial dataset of 261 images.

Criterion 1.2 — Diaphragm Existence: Applied to the remaining 185 synthetic images after Criterion 1.1,
identified a further 20 erroneous samples lacking adequate diaphragmatic representation, reducing the
dataset to 165 images. Validation on Real sub2 confirmed that all real images passed this criterion.

Axis 2 Results — Statistical Data Analysis

Criterion 2.1 — Diagnostic Noise Level Check: Applied to the 165 remaining synthetic images, identified
4 images with noise levels exceeding the threshold of 155, reducing the dataset to 161 images.
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Criterion 2.2 — Diagnostic Sharpness Level Check: Applied to the 161 remaining synthetic images,
identified 3 additional images with sharpness values below the threshold of 23, yielding a final dataset
of 158 images.

Axis 3 Results — Adversarial Evaluation

The comparative evaluation of the Real sub2 and Synthetic datasets through the trained classifier
revealed measurable but non-catastrophic differences in predictive performance. For the Normal class,
the Real dataset achieved recall of 0.93 and precision of 0.89, while the Synthetic dataset yielded recall
of 0.84 and precision of 0.81. For the Pneumonia class, Real data achieved recall of 0.96 and precision
of 0.97, compared to 0.93 and 0.94 for Synthetic data. Overall accuracy was 0.95 for Real versus 0.91
for Synthetic data. These results confirm that while synthetic images do not fully replicate the predictive
utility of real-world data, they approximate it with reasonable fidelity, particularly for the Pneumonia
class. The largest discrepancy is observed in the Normal class, suggesting that the GAN model captures
pathological features more effectively than normal anatomical variation—a finding consistent with the
class imbalance present in the training data.

Ablation Study

To rigorously quantify the contribution of each SPINE criterion to overall synthetic data quality, an
ablation study was conducted by tracking the evolution of SSIM scores following the sequential
application of the four criteria. The results are summarized below:

Table 1: SPINE Ablation study metrics

Step Applied Criterion Remaining Samples SSIM
Baseline - 261 0.5536
After Criterion 1.1 Thoracic Field Completeness 185 0.5652
After Criterion 1.2 Diaphragm Existence 165 0.5739
After Criterion 2.1 Diagnostic Noise Level 161 0.5746
After Criterion 2.2 Diagnostic Sharpness Level 158 0.5758

The ablation study demonstrates that each successive criterion contributes incrementally to the
improvement of the synthetic dataset's structural similarity to real-world data. The most impactful
criterion was Criterion 1.1 (Thoracic Field Completeness), which excluded 76 images and produced the
largest single SSIM improvement. The final SSIM of 0.5758 represents a meaningful improvement over
the baseline of 0.5536, validating the cumulative effectiveness of the SPINE framework in refining
synthetic medical image quality (Fig. 20).
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Figure 20: Workflow diagram of the ablation study showing sequential application of criteria [26]

4.2. Stage A Summary

Stage A of the holistic framework operationalized in this thesis established the methodological and
empirical foundations for the responsible use of synthetic data in medical imaging research. Through
the development and application of the SPINE framework, this work demonstrated that the post-
generation evaluation of synthetic medical images is both feasible and essential—a perspective that
stands in contrast to the prevailing emphasis in the literature on generation performance metrics alone.
The SPINE framework's three-axis architecture—integrating expert domain knowledge, statistical data
analysis, and adversarial evaluation—provides a comprehensive, reproducible, and clinically grounded
methodology for synthetic image quality assessment. The sequential application of four specific criteria,
each targeting a clinically meaningful quality dimension, was shown to consistently improve the
structural similarity of the retained synthetic dataset to real-world reference data, as confirmed by the
ablation study.

Several contributions of Stage A deserve particular emphasis. First, the end-to-end pipeline design—
encompassing dataset curation, conditional GAN training, baseline classifier development, and multi-
axis evaluation—ensures full control and reproducibility across the entire data management lifecycle.
Second, the explicit separation of evaluation axes ensures that each quality dimension is assessed
independently, avoiding conflation of clinical, statistical, and predictive quality dimensions. Third, the
adversarial evaluation axis introduces a practically meaningful, task-oriented measure of synthetic data
utility that goes beyond traditional image similarity metrics. Fourth, the framework's design is
intentionally modular and generalizable: while demonstrated on chest X-ray images for pneumonia
detection, the evaluation logic is applicable to any synthetic lung X-ray imaging scenario and is
conceptually extensible to other medical imaging modalities. Taken together, the results of Stage A
establish a new standard for the ethical, reliable, and clinically meaningful use of synthetic data in
medical imaging and machine learning research—one that prioritizes not the aesthetic quality of
generated images, but their genuine utility in supporting accurate and trustworthy diagnostic decision-
making.

While SPINE has been demonstrated and validated on chest X-ray synthesis for pneumonia
classification, its three-axis architecture has been deliberately designed to be modality-agnostic and
therefore extensible to the additional clinical domains addressed in Stage B of this thesis. Axis 1 (expert
domain assessment) is extensible by replacing the thoracic-specific anatomical criteria with criteria
appropriate to the target modality — for example, intracranial volume completeness, midline symmetry,
and ventricular visibility for synthetic 3D brain MRI relevant to the DEFORMISE framework, or lesion-
region completeness, asymmetry preservation, and dermoscopic structure clarity for synthetic
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dermoscopic images relevant to the melanoma thickness prediction system. Axis 2 (statistical data
analysis) is directly transferable: the noise and sharpness threshold derivation methodology applies
unchanged to any imaging modality, requiring only the recomputation of empirical thresholds against
the corresponding real-world reference dataset. Axis 3 (adversarial evaluation) is fully modality-
independent, as it relies on a baseline classifier trained on the relevant target task, regardless of input
modality. The full instantiation of SPINE in these adjacent domains is acknowledged as a substantive
engineering effort that lies beyond the scope of the present dissertation; a detailed roadmap for this
extension is provided in Section 8.2.
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5. Stage B — Deep Learning Model Development

Stage B constitutes the central and most extensive pillar of the holistic framework operationalized in
this thesis. Having established, in Stage A, a principled methodology for ensuring the quality and
reliability of medical data, Stage B focuses on the development and evaluation of deep learning and
machine learning models across four distinct clinical domains: dementia progression prediction from
longitudinal clinical data, melanoma thickness prediction from dermoscopic images, dementia diagnosis
from 3D brain MRI volumetric data, and Alzheimer's disease detection from picture-prompted speech.
Each application was designed and executed as a self-contained research contribution, addressing a
specific unmet clinical need, yet all four share a unified architectural philosophy rooted in the holistic
framework: they exploit carefully curated datasets, apply state-of-the-art modeling techniques, and
produce results that are both clinically meaningful and technically rigorous.

The diversity of modalities addressed in Stage B—tabular clinical and demographic data, dermoscopic
images, volumetric MRI, and acoustic and linguistic speech features—is intentional. It reflects the
thesis's commitment to demonstrating that the holistic deep learning framework is not domain-specific,
but rather a generalizable paradigm applicable across the full spectrum of medical signal and image
analysis. At the same time, each application introduces methodological innovations tailored to the
specific challenges of its domain, collectively advancing the state of the art in medical Al

5.1. Application 1: Dementia Progression Prediction from Clinical Data

5.1.1. Methodology

Dementia is a debilitating and incurable neurological disorder affecting over 50 million people globally,
with projections suggesting this number will rise to approximately 81 million by 2040. Approximately
6 million new cases are identified each year, the vast majority attributable to Alzheimer's disease [57].
Given its irreversible nature, the ability to identify individuals at risk of dementia progression before
clinical symptoms become overt represents a critical opportunity for early intervention and preventive
care. This application directly addresses that challenge by formulating dementia onset prediction as a
supervised binary classification task: given longitudinal clinical and demographic data collected across
an individual's first two physician visits, the model is trained to predict whether that individual—
currently healthy—will progress to dementia in the future.

This framing is clinically significant for several reasons. First, by restricting the input data to the first
two visits, the approach simulates a realistic early-warning scenario in which a clinician must make a
predictive judgment before clear cognitive decline has manifested. Second, by focusing exclusively on
patients initially diagnosed as non-demented, the study targets a population group that is both more
challenging to model (due to the absence of overt pathological markers) and of greater clinical value for
preventive intervention. [27] This is consistent with findings in the literature indicating that
approximately 50% of individuals diagnosed with no dementia or amnestic Mild Cognitive Impairment
(aMCI]) transition to dementia within a three-year period [62], while a subset maintains stable cognitive
function or reverts to a normative state [88].

Dataset

The study employs the OASIS-2 (Open Access Series of Imaging Studies) longitudinal dataset [89], one
of the most widely used open-access collections for dementia research. The dataset contains longitudinal
brain MRI data along with accompanying demographic and clinical information from 150 subjects, aged
60 to 96 years, encompassing a total of 373 imaging events. All scans were acquired using identical
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imaging equipment and sequencing protocols, with a minimum inter-visit interval of one year per
participant. The Clinical Dementia Rating (CDR) scale was used to classify subjects as either non-
demented or as having very mild, mild, or moderate dementia. For the purposes of this study, the tabular
clinical and  demographic data  available in the accompanying XLSX file
(oasis_longitudinal demographics.xlsx) were used exclusively. The dataset encompasses 15 features
per imaging event, detailed in table below.

Table 2: OASIS-2 Dataset Features

Feature Description
Subject ID Identification code of each patient
MRI ID Identification code of each patient's MRI
Group Dementia group (Dementia, Non-Demented, or Converted)
Visit Ordinal number of the visit
MR Delay Interval between initial and current MR session (days)
M/F Sex
Hand Dominant hand
Age Age at time of image acquisition (years)
EDUC Years of education
SES Socioeconomic status
MMSE Mini-Mental State Examination score
CDR Clinical Dementia Rating
eTIV Estimated total intracranial volume (cm?)
nWBV Normalized whole-brain volume
ASF Atlas scaling factor (unitless)

Previous work utilizing the OASIS-2 dataset has focused primarily on classifying existing dementia
status among all patients rather than on predicting future onset in initially healthy individuals. For
instance, prior studies have applied XGBoost to achieve 97.87% accuracy in classifying non-demented,
demented, and converted patients [90], and Support Vector Machine (SVM) models achieving 92.0%
accuracy in distinguishing demented from non-demented subjects [91]. The present work departs from
this convention by isolating only those subjects with confirmed non-demented status across their first
two visits and predicting future progression, a considerably more challenging and clinically impactful
formulation.

Data Preprocessing

A preprocessing pipeline was designed to align the dataset with the specific predictive objective of the
study. The key steps are as follows:
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Subject filtering: Patients with fewer than two visits were excluded to ensure the completeness
of the longitudinal data required for the input representation. Subsequently, the dataset was
filtered to retain only those subjects who exhibited two consecutive non-demented CDR values
across their first two visits, enforcing the constraint that the input population consists
exclusively of initially healthy individuals.

Feature engineering: The data table was restructured (pivoted) to represent each subject as a
single row containing features from both the first and second visits. Features from the second
visit were suffixed with "Next " to differentiate them from first-visit features. Features with a
high proportion of missing values or lacking predictive relevance—specifically "Hand" and
"SES"—were removed. The binary target variable, "Progress" (0 = remains healthy, 1 =
progresses to dementia), was derived from the CDR value recorded at the third visit.
Categorical encoding: The sex feature ("M/F") was label-encoded to a binary numeric
representation.

Dimensionality and completeness: All rows containing missing values were removed following
the pivoting and filtering steps, yielding a final processed dataset with dimensions [47, 13]—47
subjects and 13 predictive features. The reduction from 150 subjects (373 imaging events) in
the original OASIS-2 dataset to 47 subjects in the final processed dataset is a direct and
necessary consequence of the methodologically strict filtering required by the specific clinical
formulation adopted in this study. Specifically, the requirement that subjects exhibit two
consecutive non-demented CDR values across their first two visits — essential for restricting
the input population to initially healthy individuals consistent with the early-warning prediction
paradigm — eliminated the majority of subjects who either had insufficient longitudinal
coverage or had already progressed at baseline. Furthermore, the pivoting of the dataset into a
single row per subject ensured strict subject-level independence, eliminating the potential for
data leakage that would arise from multiple visit-level occurrences of the same patient appearing
across training and test partitions — a methodological concern explicitly identified as prevalent
in the dementia classification literature. The resulting cohort, while modest in size, therefore
represents a clinically and methodologically clean subset specifically aligned with the predictive
objective (Fig. 21).
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Figure 21: Class distribution of the "Progress" target variable across the 47 subjects [27]

Normalization: Standard scaling (zero mean, unit variance) was applied to all numerical features
to mitigate the adverse effects of differing feature scales on gradient-based and distance-based
learning algorithms.
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e (lass imbalance handling: The resulting dataset exhibited significant class imbalance in the
"Progress" column. To address this, the Synthetic Minority Over-sampling Technique
(SMOTE) [92] was applied to the training set, generating synthetic instances of the minority
class (dementia progressors) to achieve a balanced class distribution in training. The dataset was
split into training and test subsets using an 80/20 ratio, with stratification enabled to ensure that
both subsets contained representative samples from each class.

Five machine learning algorithms were trained and evaluated within this framework: eXtreme Gradient
Boosting (XGBoost), Support Vector Machines (SVM), Random Forest (RF), Multi-Layer Perceptron
(MLP), and Logistic Regression (LR). All models were implemented using the scikit-learn Python
library, with numpy and pandas used for data manipulation. Experiments were conducted on a local
computing environment. Hyperparameter optimization was performed for each model using grid search
with cross-validation, ensuring that the best-performing configuration was identified for each algorithm.
This systematic tuning was critical given the small sample size and the need to maximize generalization
within a constrained data regime.

Given the binary classification objective and the inherent class imbalance in the dataset, the primary
evaluation metric selected was the macro-F1 score, which equally weighs performance across both the
minority (progressors) and majority (non-progressors) classes, providing a balanced assessment of
discriminative capability. Overall accuracy was also reported. To further validate model robustness—
particularly notable given the small test set size—k-fold cross-validation was performed with multiple
values of k. Additionally, SHapley Additive exPlanations (SHAP) [56] were applied to the best-
performing model to provide an interpretable account of feature contributions to individual predictions,
connecting the modeling outcomes to established clinical knowledge.

5.1.2. Results

The evaluation results for the best-performing configuration of each algorithm on the held-out test set
are summarized in the below table:

Table 3: Evaluation of ML Models predicting the onset of Dementia

Model Macro-F1 Accuracy
XGBoost 100.00% 100.00%
SVM 47.37% 90.00%
RF 37.50% 60.00%
MLP 60.00% 70.00%
LR 60.00% 70.00%

The XGBoost algorithm achieved a perfect macro-F1 score and accuracy of 100%, demonstrating
exceptional capability in correctly classifying both the minority (progressors) and majority (non-
progressors) classes without error. This result is particularly noteworthy given the class imbalance
present in the original dataset and the small sample size, both of which are conditions under which many
models are expected to exhibit degraded performance. The ensemble boosting mechanism of XGBoost,
which sequentially corrects residual errors from prior learners, proved highly effective in capturing the
complex, nonlinear relationships between longitudinal clinical features and dementia onset. In contrast,
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the remaining models exhibited substantially lower performance, particularly with respect to the
minority class. SVM achieved a high accuracy of 90% but a macro-F1 of only 47.37%, indicating a
strong systematic bias toward the majority class. Random Forest performed worst overall, with both low
accuracy (60%) and low macro-F1 (37.50%), suggesting underfitting under the small-sample regime
even with hyperparameter tuning. MLP and LR achieved identical performance (macro-F1: 60%,
accuracy: 70%), indicating moderate but insufficient sensitivity to the minority class for clinical
application (Fig. 22).
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Figure 22: Confusion matrix for XGBoost model on the test set for predicting the onset of Dementia [27]
To assess the robustness and generalizability of the XGBoost model beyond the single 80/20 train-test

split, k-fold cross-validation was performed across multiple fold configurations. The resulting macro-
F1 scores on the validation sets are summarized below:

Table 4: K-Fold Cross-Validation Results for XGBoost for predicting the onset of Dementia

K Validation macro-F1 Test macro-F1
3 95.57% 100.00%
4 94.09% 100.00%
6 ~94.00% 100.00%
7 ~92.00% 100.00%
9 ~94.00% 100.00%
13 ~92.00% 100.00%

Across all fold configurations, the model consistently achieved a perfect macro-F1 of 100% on the test
set, with validation scores remaining high and stable between approximately 92% and 96%. The slight
decline in validation macro-F1 observed at higher fold values is attributable to the increased variability
introduced by smaller training partitions in a low-sample setting, rather than to genuine generalization
failure. This consistent behaviour across all cross-validation configurations confirms the robustness and
reliability of the XGBoost model. To address the statistical significance implications of the limited
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cohort size beyond k-fold cross-validation and SMOTE-based class balancing, a dedicated analysis is
reported. Using the Wilson 95% confidence interval for the test-set accuracy of 10/10 correct predictions

is [0.722, 1.000], indicating that even under the most conservative interpretation, the model's true

accuracy lies above 72%. Taken together with the convergent k-fold cross-validation evidence this

analysis confirm that the observed test-set performance cannot be attributed to either chance or to a

particular favourable train—test partition (Fig. 23).
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Figure 23: K-fold cross-validation scores across fold configurations for onset Dementia prediction [27]

To complement the quantitative evaluation and provide clinical interpretability, SHAP values were

computed for the XGBoost model's predictions. The analysis revealed three dominant predictive features

whose importance aligns closely with established clinical understanding of dementia risk factors [63]:

eTIV (Estimated Total Intracranial Volume) emerged as the most influential feature, exhibiting
a nuanced, non-monotonic relationship with dementia risk. Both unusually high and unusually
low values of eTIV contributed meaningfully to the model's predictions, consistent with the
clinical understanding that intracranial volume is a proxy for brain reserve capacity and
neurodegeneration.

MMSE (Mini-Mental State Examination score) exerted varied directional influences on
predictions. Lower MMSE scores, indicative of reduced cognitive function even within the non-
demented range, contributed positively to dementia progression predictions, reflecting the
established role of this measure as a sensitive early cognitive screening tool [93].

Age emerged as a multifaceted determinant, with older age values contributing more strongly
to positive predictions of dementia onset, consistent with the well-established age-dependent
nature of dementia risk (Fig. 24).
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Figure 24: SHAP summary plot showing the impact of features on model predictions for the XGBoost classifier
for Dementia's onset prediction [27]

The alignment of the model's learned feature importance structure with independently established

clinical insights—particularly the roles of eTIV, MMSE, and age—provides strong evidence of the

model's clinical validity and interpretability, reinforcing its potential utility as a decision-support tool in

longitudinal dementia screening workflows.

5.2. Application 2: Melanoma Thickness Prediction from Dermoscopic Images

5.2.1. Methodology

Melanoma is the most lethal form of skin cancer, responsible for 1.3% of cancer-related deaths and 4%
of all new cancer diagnoses across the 27 European Union countries in 2020, ranking it among the top
20 causes of cancer-related death and the sixth most common malignancy [94]. The global burden is
projected to increase by approximately 50% in terms of new cases by 2040 [23]. A critical prognostic
determinant in melanoma management is tumour thickness, measured from the top of the granular layer
of the epidermis to the deepest point of invasion [24]. The relationship between thickness and survival
is well established: thinner melanomas afford a significantly better prognosis, while survival rates
decrease progressively as tumor depth increases.

Melanoma thickness is standardly classified according to Breslow depth [65] into three clinically
meaningful categories:

e thin (in situ and < 0.76 mm),
o intermediate (0.76—1.5 mm)
e thick (> 1.5 mm).

Thin melanomas carry an excellent five-year survival rate exceeding 97% and a low metastatic risk;
intermediate melanomas present moderate risk and reduced survival; thick melanomas carry the poorest
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prognosis [24]. The accurate non-invasive assessment of melanoma thickness from dermoscopic images
is therefore both a technical and clinical imperative, offering the possibility of case triaging without the
invasiveness and logistical burden of surgical biopsy. Despite its clinical importance, this specific
problem has received very limited attention in the scientific literature. Early efforts applied logistic
regression to binary thickness classification (thin vs. thick at a 1 mm threshold), achieving 86.5%
accuracy [66]. Subsequent work extended this to multiclass classification, achieving 68.4% accuracy
using ordinal and neural network approaches [68]. More recent deep learning approaches leveraging
VGG-19 with transfer learning achieved 87.2% accuracy and 83.4% macro-F1 on a three-class problem
[95], while EfficientNet-based approaches achieved 74.8% accuracy [69], though the latter raised
concerns about data leakage in the former's experimental setup. A notable methodological gap across
this body of literature is the absence of clear reporting on data splitting strategies, particularly regarding
whether studies respected the official Derm7pt dataset split indices—a critical concern for
reproducibility and fair comparison. This work addresses these limitations by introducing a novel
preprocessing pipeline (Fig. 25) for lesion isolation, a fine-tuned deep learning architecture based on
ResNeXt, and a rigorous evaluation protocol that respects the official dataset split indices while also
providing a custom-split robustness check. [28]

Dataset

All experiments were conducted on the Derm7pt dataset [70], a publicly available benchmark designed
for computer-aided dermatological diagnosis. The dataset contains over 1,000 dermoscopic and clinical
images (768 x 512 pixels) annotated with diagnostic categories and lesion metadata. Only dermoscopic
images with confirmed melanoma diagnoses and associated thickness information were selected,
narrowing the usable subset to four diagnostic categories:

e melanoma (in situ)
e melanoma (< 0.76 mm)
e melanoma (0.76—1.5 mm)

e melanoma (> 1.5 mm)

Four images—one labeled generically as "melanoma" and three as "melanoma metastasis"—were
excluded due to missing thickness information. Following the Breslow depth classification convention,
the first two categories were merged into the thin class, yielding a final three-class dataset. The official
Derm7pt split indices were used to partition images into training/validation and test subsets, as
summarized in the table below:

Table 5: Distribution of Melanoma Thickness Classes in the Derm7pt Dataset

Class Total Train/Validation Test

Thin 166 100 66
Intermediate 53 35 18

Thick 28 13 15
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Figure 25: Full melanoma thickness prediction pipeline including preprocessing and model architecture [28]

Preprocessing — Noise Removal

Inspection of the raw dermoscopic images revealed the consistent presence of confounding visual
elements including surgical rulers, digital marks, and extensive surrounding healthy tissue—elements
that risk misguiding the model during training by providing spurious discriminative signals. To address

this, a structured lesion isolation and cropping pipeline was developed, proceeding through four
sequential operations.

First, a Look-Up Table (LUT) enhancement was applied to increase image contrast through pixel
intensity remapping via linear interpolation:

w' = LUT(w,table(xy, f,))

where x, = [0,64,128,190,255] and f, = [0,16,128,235,255] were selected empirically to yield
optimal contrast enhancement. Second, Gaussian smoothing [96] was applied to the contrast-enhanced
image to reduce high-frequency noise:

w'=6Ww',o0=1k=5Xx5)

Third, K-means color quantization [97] was applied to the smoothed image to cluster the color space
into K = 2 dimensions, isolating the lesion from surrounding tissue by minimizing within-cluster sum
of squares:

w'" =QWw",K = 2,R), min Z Il = gy 117

Fourth, Otsu's thresholding [83] was applied to the quantized image to perform pixel-level binary
classification (lesion vs. background), optimizing the between-class variance:

05 (t) = wo(t)w; () [ (t) — py (£)]?
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The largest connected contour in the resulting binary mask was identified as the lesion boundary. A
bounding box was then constructed at the contour margins, and the original image was cropped to this
boundary, yielding a focused, noise-reduced lesion representation (Fig. 26, 27).

(a)

Figure 26: Noise Existence Examples — (a) ruler presence, (b) extensive healthy tissue, (c) ruler and digital mark
(28]
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Figure 27: Noise removal demonstration — (a) original image, (b) binary mask after K-means and contour
selection, (c¢) bounding box, (d) cropped image [28]

Data Augmentation and Normalization

To address the significant class imbalance and the relatively limited total volume of training data, a
carefully controlled augmentation strategy was applied. To preserve clinically meaningful image
features, only transformations unlikely to distort diagnostic characteristics were employed: rotations at
90°, 180°, and 270°; horizontal and vertical flipping; and brightness adjustments within the range [0.85,
1.15]. All images were normalized and resized to 224 x 224 pixels before being fed into the model.

Model Architecture

The classification model is based on ResNeXt-50 [40], a variant of the ResNet architecture [37] that
incorporates grouped convolutions into the standard bottleneck block, increasing model capacity while
maintaining computational efficiency. The core architectural unit is the bottleneck block, which
processes an input feature map I € R¥*W*Cinthrough three sequential convolutional operations along
the main path. The first operation reduces channel depth from C;,to C,.4via a 1 X 1lconvolution
followed by Batch Normalization (BN) [98] and ReLU activation [99]:

Ireq = ReLU(BN(Convix; (1))
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The second operation applies grouped convolution with a 3 X 3kernel partitioned across 32 independent
groups, again with BN and ReLU:

Igrp = RCLU(BN(GCOHV3X37 groups=32(1red)))

The third operation expands the channel depth to C,,,;via a final 1 X 1convolution with BN:

Iexp = BN(Convyyq (Igrp))

The shortcut connection merges the main path output with the input. When C;,, = C,y¢, an identity
shortcut is used:

Loye = ReLU(Igyp + 1)

When C;;, # Cyyp, @ downsampling 1 X 1convolution (stride s = 2) aligns the dimensions before
addition:

Iglown = BN(COHV1X1,5=2(I)): Loyt = ReLU(Iexp + Ilg;tlown

Following all bottleneck blocks, global average pooling maps the feature maps to single-dimensional
vectors, which are flattened and passed to a fully connected layer. A softmax function converts the logits
to class probabilities for three-class classification. Training used Cross-Entropy Loss as the criterion and
the Adam optimizer [78] for weight updates, with a batch size of 8 and 5-fold cross-validation.

5.2.2. Results

The lesion isolation pipeline was applied across the full dataset. Qualitative inspection confirmed that
the cropped images were substantially cleaner than the originals, with surgical rulers, digital markings,
and uninformative healthy tissue successfully removed from the image frame, producing focused
representations of the dermoscopic lesion region.

The per-class and aggregate performance of the ResNeXt-50 model, averaged across the 5-fold cross-
validation, is reported below:

Table 6: Overall Average Performance of the Melanoma Thickness Approach (5-Fold Cross-Validation)

Class TPR = std [%] TNR = std [%] Acc £ std [%] F1 =+ std [%]
Thin 83.33 £4.67 100.00 + 0.00 - 9091 +4.12
Intermediate 100.00 + 0.00 87.65+3.98 - 78.26 +4.33
Thick 100.00 = 0.00 98.81 +1.23 - 96.77 £ 1.48
Average 88.89 £3.45 95.49 £ 1.57 88.89 £2.98 89.50 +£3.38
Macro Average 94.44+2.23 - - 88.65+3.27

The model achieved a mean overall accuracy of 88.89% and a macro average F1-score of 88.65%,
outperforming all previously reported methods on this dataset. Notably, the model achieved perfect
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sensitivity (100% TPR) for both the intermediate and thick melanoma classes, which carry the highest
clinical urgency. The thin class exhibited a slightly lower TPR of 83.33%, with misclassifications
predominantly falling into the intermediate category—a clinically conservative error pattern that
prioritizes caution over false reassurance. High specificity (TNR) values across all classes, particularly
for thin (100.00%) and thick (98.81%) melanomas, further confirm the model's discriminative
reliability.

A direct comparative analysis against existing studies using the same Derm7pt dataset and identical
three-class formulation is presented below:

Table 7: Comparative Analysis Against Related Studies for Melanoma Thickness prediction

Method Accuracy [%] Macro Average F1 [%]
Saez et al. [95] 68.4 -
Jaworek-Korjakowska et al. [69] 87.2 83.4
Szijarto et al. [70] 74.8 -
Proposed (Derm7pt Split) 88.9 88.7

The proposed approach surpasses all prior methods, including the most competitive VGG-19-based
approach [69], by 1.7 percentage points in accuracy and 5.3 percentage points in macro F1-score, while
also addressing the data leakage concern raised against that work by strictly adhering to the official
dataset split indices.

To further validate model robustness independently of the official Derm7pt split, a custom stratified
85:15 train-test split was implemented, providing a richer training partition. The resulting class
distribution and comparative performance are shown in 2 tables below:

Table 8: Class Distribution of Melanoma Thickness under Custom Split

Class Train/Validation Test

Thin 141 25
Intermediate 45 8

Thick 24 4

Table 9: Performance Comparison for Melanoma Thickness prediction across Data Split Strategies

Method Accuracy [%] Macro Average F1 [%]
Proposed (Derm7pt Split) 88.9 88.7
Proposed (Custom Split) 89.2 88.8

The marginally improved performance under the custom split (accuracy: 89.2%, macro F1: 88.8%)
confirms that the model's performance is not an artifact of a particular train-test partition but reflects

genuine generalization capacity.
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Ablation Study — Impact of Noise Removal

To quantify the contribution of the preprocessing noise removal step, the full training and evaluation
pipeline was replicated without the lesion isolation and cropping procedure (Fig. 28). Comparison of
the training and validation loss curves across the two configurations revealed a clear and consistent
pattern: the model trained with noise removal exhibited stable, low training loss alongside
correspondingly low and stable validation loss, indicative of robust generalization. In contrast, the model
trained without noise removal displayed a progressively widening gap between training and validation
loss, a hallmark of overfitting attributable to the model fitting spurious noise-related patterns in the
training images. These findings confirm that the noise removal preprocessing step is essential not merely
for marginal performance gains, but for the fundamental learning stability and generalization capability

of the model.
Noise Data Data Moqel
Removal Organization Processing Training on
Train Set

2 l '
Data Data }{ioqel
(b) e a Training on
Organization Processing Train Set

Figure 28: Comparison of train and validation loss curves for melanoma thickness prediction with and without
noise removal [28]

5.3. Application 3: Dementia Diagnosis from 3D Brain MRI (DEFORMISE)

5.3.1. Methodology

Alzheimer's disease, the most prevalent form of dementia, accounts for 60—70% of all dementia cases
worldwide [61], with age being the strongest known risk factor—the majority of cases occurring in
individuals aged 65 and above [57]. Early and accurate diagnosis is critical for effective clinical
management and care planning, yet current approaches frequently rely on expert radiological
interpretation of whole MRI volumes, introducing variability and computational redundancy by
processing uninformative image regions alongside diagnostically relevant ones. This application
introduces DEFORMISE (DEep learning Framework for dementia diagnOsis of eldeRly patients using
3D brain Magnetic resonance Imaging with Optimized Slice sElection) [29], a novel methodology that
addresses this dual challenge through a structured combination of anatomically informed MRI slice
selection and a confidence-based ensemble classification committee (Fig. 29).

The binary classification formulation adopted—distinguishing demented from non-demented patients—
is motivated by its clinical directness: a binary diagnostic outcome provides clear, actionable guidance
for clinicians, upon which more nuanced staging and subtyping decisions can subsequently be built.
This is consistent with evidence in the literature demonstrating the effectiveness of binary deep learning
classification for Alzheimer's disease diagnosis from structural MRI [20], and aligns with the preceding
work in this thesis on tabular-data-based dementia prediction (Section 5.1).
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Figure 29: DEFORMISE full methodology pipeline from volumetric MRI input through slice selection to
confidence-based committee output [29]

Datasets

Two publicly available neuroimaging datasets were used in this study. The OASIS-1 dataset [59] is a
cross-sectional collection of MRI data from 416 participants aged 18 to 96, each represented by a single
visit comprising four T1-weighted MRI scans with 1.25 mm slice thickness, stored in NIfTI format. The
OASIS-2 dataset [89] provides longitudinal MRI data from 150 subjects aged 60 to 96, with MRI scans
acquired across two to five visits spaced at least one year apart, totaling 373 imaging sessions. Slice
thickness is identically 1.25 mm. Both datasets include CDR (Clinical Dementia Rating) annotations,
classifying patients as:

e CDR 0 (non-demented)

e CDR 0.5 (very mild)

e CDR 1 (mild)

e CDR 2 (moderate dementia)

For this study, patients with CDR > (0.5 were labeled as demented and those with CDR = 0 as non-
demented. For external validation, the ADNI (Alzheimer's Disease Neuroimaging Initiative) dataset [22]
was used. Patients were selected according to strict criteria: original 3D T1-weighted MRI scans,
MPRAGE protocol, 1.2 mm slice thickness, screening visit only, age > 60, with available CDR
metadata. After removing duplicates and follow-up examinations, 685 unique patients were retained and
categorized as demented (CDR > 0.5) or non-demented (CDR = 0).

Data Cleaning and Leakage Prevention

A carefully controlled data cleaning procedure was applied to the combined OASIS dataset. For OASIS-
1, only patients with MR1 scans were retained, and only the first session (mpr-1) was selected per patient,
preventing multiple sessions from the same patient appearing across training and test partitions. All 416
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OASIS-1 patients were initially retained. Patients below the age of 60 were then removed to align the
age range with OASIS-2, reducing the OASIS-1 cohort from 416 to 198 patients. For OASIS-2, only
the first visit per patient was selected using identical criteria, yielding 146 patients after exclusion of
four patients lacking the mpr-1 session. The combined dataset comprised 344 unique patients (OASIS-
1 and OASIS-2 are non-overlapping cohorts by design), yielding 164 demented and 180 non-demented
patients, for a final total of 344 patients. A stratified 90/10 train-test split was applied, resulting in 310
training and 34 test patients.

Optimized MRI Slice Selection

The preprocessing pipeline's central innovation is the selection of the 140 most diagnostically
informative continuous slices from each patient's full 256-slice MRI volume—discarding superior and
inferior slices that predominantly capture non-brain tissue. The choice of 140 slices is anatomically
grounded: based on established research indicating that the average human head height is approximately
17.5 cm [100] [101], and given that the MPRAGE protocol produces slices of 1.25 mm thickness,
exactly 140 slices are required to cover the full brain from foramen magnum to vertex (175 mm =+
1.25 mm = 140). The slice selection procedure proceeds in three steps. First, for each patient's MRI,

Otsu's thresholding [83] is applied to binarize each slice, separating brain tissue from background:

a5 () = wo(O)w: (O () — 1 (D]?

Figure 30: Indicative patient-level ROI derived via Otsu thresholding across MRI slices [29]

The bounding box of the largest labeled region is computed as the Region of Interest (ROI) (Fig. 30) for
that patient:

ROI = (Xmin, Ymins Xmax» Ymax)

where (Xpmin’ Vmin)and (Xmax’ Ymax) define the top-left and bottom-right corners of the smallest
enclosing rectangle around the brain region, respectively. Second, Canny Edge Detection [102] is
applied within the ROI of each slice to quantify anatomical complexity. The algorithm begins with
Gaussian smoothing to reduce noise:

1 _x2+y2

e 202
2mo?

G(x,y) =

followed by gradient computation:
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Non-maximum suppression thins the resulting edge map, and dual thresholding (high: 20% of maximum
intensity; low: 10% of maximum intensity) distinguishes strong from weak edges, retaining weak edges
only when connected to strong ones. The cumulative edge sum within the ROI is computed per slice
(Fig. 31), quantifying anatomical structural density—higher edge sums correspond to slices capturing
gray-white matter interfaces, ventricular boundaries, and cortical folding patterns, all diagnostically
relevant for dementia detection. Third, the 140-slice window that maximizes the cumulative edge sum
across contiguous slices is identified and selected. Post-hoc manual validation across all 344 patients
confirmed that the selected windows consistently captured the complete hippocampus and entorhinal
cortex in 100% of cases, while excluded slices contained primarily skull, neck tissue, or empty space.
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Figure 31: Canny edge sum distribution per slice for an illustrative OASIS-1 patient, demonstrating Gaussian-
like profile with peak at the brain's mid-section [29]
Following slice selection, MRI volumes were resized from 248 X 496 to 124 X 248 pixels per slice,
yielding volumetric inputs of 140 X 124 X 248 voxels. This anisotropic downsampling preserves the
higher-resolution slice axis (1.25 mm) while reducing in-plane resolution to balance GPU memory
constraints with anatomical information retention.

Confidence-Based Classification Committee

Three custom 3D deep learning models were developed, each offering a distinct architectural perspective
on the volumetric MRI data. Their predictions are combined through a confidence-based committee that
selects the final classification based on the softmax confidence score (computed to five decimal places)
of the most certain model.

DEFORMISE-ResidualFlow is a custom 3D residual network inspired by ResNet [37], adapted for
volumetric MRI with asymmetric strides (1-2-2) in the initial convolution layer to account for the
anisotropic nature of the preprocessed data. The core architecture comprises four residual layers (with
3, 4, 6, and 3 blocks respectively) containing 64, 128, 256, and 512 filters. Each block applies two
3 X 3 X 33D convolutions with Batch Normalization [98] and ReLU activation, with the residual
connection defined as:

Iyue = ReLU(F(I) + 1)

An Adaptive Average Pooling layer precedes the final binary classification Fully Connected (FC) layer.
Adam [78] was used as the optimizer.
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DEFORMISE-DenseStream is a custom 3D CNN that progressively increases channel depth from 64 to
256 through four convolutional layers (3 X 3 X 3 kernel, padding 1), each followed by ReLU, max
pooling, and Batch Normalization. This dual-channel initialization at early layers enables richer low-
level feature extraction before channel expansion. Global average pooling aggregates spatial features,
followed by a two-layer FC head (256—512 units) with ReLU activation and Dropout [103] (rate 0.3)
for regularization.

DEFORMISE-CompactFocusNet is a custom 3D adaptation of the EfficientNet compound scaling
paradigm [39]. A stem layer (3D convolution, 32 channels, stride 2, Swish activation) is followed by a
series of blocks, each comprising a 1 X 1 expansion convolution, a depthwise 3 X 3 X 3 spatial
convolution, and a Squeeze-and-Excitation (SE) module for adaptive channel-wise feature recalibration.
The Swish activation used throughout is defined as:

Swish(x) = x - o(x),0(x) =

1+e™*

The model head expands channels to 1280 via a 1 X 13D convolution with Batch Normalization and
Swish, before flattening to the binary classification output.

The confidence-based committee receives softmax outputs from all three models for each patient and
assigns the final prediction to whichever model reports the highest confidence score. In the rare case of
two models sharing identical confidence at five decimal places but disagreeing on the prediction, the
third model serves as tie-breaker. Majority voting is applied as a fallback in the extremely rare case of
three-way confidence ties. All three models were trained with 5-fold cross-validation over 20 epochs
per fold, with model selection based on validation loss. Performance was evaluated using accuracy,
sensitivity (demented identification rate), and specificity (non-demented identification rate).

5.3.2. Results

Regarding the individual model and committee performance on OASIS, the table below presents the
accuracy, sensitivity, specificity, and training time for each individual DEFORMISE model and the full
confidence-based committee, evaluated on the 34-patient held-out test set.

Table 10: Dementia Classification Accuracy, Sensitivity, and Specificity of Individual DEFORMISE Models
and the Confidence-Based Committee on the OASIS Test Set

Model Accuracy £std | Sensitivity £std | Specificity £ std | Training Time
(Y0) (“0) (Y0) (min)
DEFORMISE- 79.41 £ 1.86 74.31 £2.08 86.18 +4.70 622
ResidualFlow
DEFORMISE- 85.29+£2.63 79.01 £2.73 93.49 +£3.97 1360
DenseStream
DEFORMISE- 88.24 £4.16 86.00 £ 4.94 91.13 £5.58 499
CompactFocusNet
Confidence-Based 94.12+3.22 93.81 £3.73 94.50 £3.34 -
Committee
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Individual model accuracies ranged from 79.41% (DEFORMISE-ResidualFlow) to 88.24%
(DEFORMISE-CompactFocusNet). The confidence-based committee achieved a substantial
improvement over all individual models, reaching 94.12% accuracy, 93.81% sensitivity, and 94.50%
specificity. This outcome demonstrates that the committee's confidence-driven selection mechanism
effectively leverages the complementary strengths of the three architecturally distinct models,
compensating for the individual weaknesses of each. Also, table below positions DEFORMISE against
all published methods performing binary demented/non-demented classification on OASIS datasets,
including both 3D subject-level and 2D slice-level approaches.

Table 11: Benchmark Comparison of Binary Dementia Classification Accuracy Against Published Methods

Using OASIS Datasets
Method Approach Dataset Accuracy (%)

Saratxaga et al. 2021 (BrainNet3D) 3D subject OASIS-2 84.00
[104]

Saratxaga et al. 2021 (BrainNet3D) 3D subject OASIS-1 84.00
[104]

Dhinagar et al. 2021 [105] 3D subject OASIS-1 74.20

Yagis et al. 2020 [106] 3D subject OASIS-1 69.90

Wen et al. 2020 [18] 3D subject OASIS-1 68.00

Saratxaga et al. 2021 (ResNet18) [104] 2D subject OASIS-2 93.00

Magsood et al. 2019 [107] 2D subject OASIS-2 86.66

Saratxaga et al. 2021 (BrainNet2D) 2D subject OASIS-1 84.00
[104]

Wen et al. 2020 [18] 2D subject OASIS-1 68.00

DEFORMISE — Confidence-Based 3D subject OASIS-1 & 94.12

Committee (Ours) OASIS-2

DEFORMISE surpasses all previously reported 3D subject-level methods by a substantial margin (the
previous best being 84.00%) and exceeds all 2D slice-level methods including the ResNetl8-based
approach of Saratxaga et al. (93.00%), which benefits from operating on individual 2D slices rather than
full volumetric data. Critically, unlike 2D slice-level methods that carry inherent risks of data leakage
when multiple slices from the same patient appear across training and test partitions, DEFORMISE
operates at the subject level, ensuring methodologically sound evaluation.

To further confirm the generalizability of DEFORMISE beyond the OASIS datasets, the best-
performing committee model was applied to the 685-patient ADNI subset without any retraining
presenting the comparative performance across datasets below:

Table 12: Generalization Performance of the Confidence-Based Committee Across OASIS (Internal Test) and
ADNI (External Validation) Datasets

Dataset Accuracy (%) Sensitivity (%) Specificity (%)
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OASIS-1 & OASIS-2 94.12 93.81 94.50
(Test)
ADNI (External 90.96 95.73 80.73
Validation)

The committee achieved 90.96% accuracy on the ADNI external validation set, demonstrating strong
cross-dataset generalizability. The asymmetry between sensitivity (95.73%) and specificity (80.73%)
on ADNI is attributable to the class imbalance in the ADNI subset rather than to model bias, consistent
with the known composition of that dataset. To rigorously confirm the statistical significance of the
committee's advantage over its best individual component, McNemar's test [ 108] was applied comparing
the committee against DEFORMISE-CompactFocusNet across both datasets combined (n = 719),
confirming that the committee's correct classification of 21 additional patients represents a statistically
significant improvement.

Case

Slice 139

Slice 199

Slice 60

Figure 32: Indicative examples of edge-based slice selection applied to ADNI patients — (a) demented patient
and (b) non-demented patient, showing 140-slice windows selected [29]

To validate the superiority of the proposed Canny edge-based slice selection (Fig 32) over a plausible
alternative, a comparative analysis was conducted against entropy-based slice selection, defined as:

H= —Zm log »(pi)
i

where p; is the probability of occurrence of the i-th intensity value. Manual inspection revealed that the
entropy-based method frequently selected slices containing skull, neck tissue, partial brain coverage, or
empty regions, while the edge-based method consistently captured the complete diagnostically relevant
brain volume across all 344 patients (Fig. 33).
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Bottom
(a) Slice 106 Slice 60
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Slice 191

Figure 33: Side-by-side comparison of slice windows selected by entropy-based vs. edge-based method for

illustrative OASIS-1 and OASIS-2 patients [29]

To validate the clinical relevance of the model's learned representations, Gradient-weighted Class
Activation Mapping (Grad-CAM) [55] was applied to the highest-confidence committee model
(DEFORMISE-CompactFocusNet) for an illustrative correct prediction. Hooks were attached to the
model's target convolutional layer to capture activations and gradients during forward and backward

passes, generating a heatmap identifying the brain regions most influential in the classification decision.

The resulting attention map concentrated activation in the ventricular regions of the brain—consistent

with the established role of ventricular enlargement as a robust early biomarker of Alzheimer's disease,

whereby larger baseline ventricles are associated with faster cognitive decline [109], and with known

atrophy patterns in the hippocampus, entorhinal cortex (Fig. 34), and cingulate gyrus in dementia [110].
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Figure 34: (a) Anatomical comparison of normal vs. dementia brain highlighting atrophy regions; (b) Grad-CAM
attention map from DEFORMISE-CompactFocusNet for a correctly classified demented patient, with red areas
indicating regions driving the demented classification [29]

Ablation Study
To confirm that 140 slices constitutes the optimal selection window, the preprocessing pipeline was

replicated with 120 and 160 contiguous slices using identical edge-based selection logic. Below table
presents the quantitative comparison.

Table 13: Impact of Slice Count on Dementia Classification Accuracy, Sensitivity, and Specificity Across 120,
140, and 160-Slice Configurations

Slice Count | Accuracy (%) | Sensitivity (%) Specificity (%) p-value vs. 140 slices

120 87.65 84.38 91.67 0.045
140 94.12 93.81 94.50 -
160 91.18 90.63 91.89 0.26

Paired t-tests using 5-fold cross-validation results confirmed that 140 slices significantly outperforms
120 slices (t(4) = 2.86, p = 0.045): the 120-slice configuration consistently excluded upper brain
regions, compromising diagnostic coverage. The 160-slice configuration, while not significantly
different in accuracy (p = 0.26), introduced irrelevant skull structure and blurring in inferior slices,
reducing specificity and increasing computational overhead without diagnostic benefit. These results
confirm the anatomical grounding of the 140-slice choice as both statistically and practically optimal
(Fig. 35).
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Figure 35: Comparative display of top and bottom MRI slices under 120-, 140-, and 160-slice configurations for
an illustrative OASIS-2 patient, demonstrating coverage gaps at 120 and excess bone at 160 [29]

Additionally, below table quantifies the computational efficiency gains of the 140-slice selection over
processing all 256 slices.

Table 14: Per-Patient Inference Speed and Computational Cost Comparison Between 140-Slice and Full 256-
Slice Processing Across DEFORMISE Models

Model 140 slices (s) 256 slices (s) Speedup FLOPs (140 /
256, GFLOPs)
DEFORMISE- 9.84 11.34 1.15x 380/720
ResidualFlow
DEFORMISE- 10.08 11.48 1.14% 550/ 1000
DenseStream
DEFORMISE- 9.28 10.86 1.17x 180 /340
CompactFocusNet
Committee 0.03 s - - -
aggregation (negligible)

The 140-slice pipeline achieves consistent speedups of 1.14—1.17x (14-17% faster per-patient
inference), with FLOPs reduced by approximately 47-50% and GPU memory requirements reduced
from 5.5-6.5 GB to 2.5-3.5 GB per model. To validate also the necessity of all three models in the
committee, all pairwise committee configurations were evaluated alongside the full tri-model committee
as below:
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Table 15: Binary Dementia Classification Accuracy Across Individual Models, Pairwise Confidence-Based
Committees, and the Full Three-Model DEFORMISE Committee

ResidualFlow DenseStream CompactFocusNet Average Accuracy
(%)
v 79.41
v 85.29
v 88.24
v v 82.35
v v 88.24
v v 91.18
N4 4 4 94.12

The highest pairwise accuracy (91.18%, DenseStream + CompactFocusNet) falls short of the full
committee by 2.94 percentage points, confirming that each model contributes incrementally to the
committee's decision-making. The analysis of which model's predictions were ultimately accepted by
the committee further validates these proportions: DEFORMISE-CompactFocusNet contributed 25 of
34 predictions, DEFORMISE-DenseStream contributed 6, and DEFORMISE-ResidualFlow contributed
3—proportionally consistent with their individual accuracy rankings.

5.4. Application 4: Alzheimer's Detection from Speech (NeuroXVocal)

5.4.1. Methodology

While the preceding applications in this thesis addressed dementia through tabular clinical data and
neuroimaging modalities, speech offers a uniquely accessible, non-invasive diagnostic signal. Cognitive
decline in AD manifests measurably in connected speech through increased pause durations, reduced
semantic fluency, syntactic simplification, and degraded lexical retrieval—patterns detectable well
before structural neuroimaging changes become clinically apparent [111] [25]. Speech-based analysis
thus represents a compelling complement to imaging-based approaches, particularly for large-scale
screening in community and primary care settings where MRI access is limited.

Despite significant progress in automated AD detection from speech, existing approaches have made
limited advances in explaining their diagnostic reasoning in clinically interpretable terms. Systems
relying on late fusion or simple feature concatenation achieve competitive accuracy but offer limited
transparency into which speech characteristics drive individual predictions [73] [112] [113] [51] [114].
This gap between classification performance and clinical interpretability represents the central
motivation for NeuroXVocal (Fig. 36): the first end-to-end system that jointly achieves state-of-the-art
AD classification from speech while providing evidence-based, clinically validated explanations
grounded in the AD research literature. [30]

NeuroXVocal comprises two primary components:

e Neuro, a multimodal transformer-based classifier that processes acoustic, textual, and speech
embedding streams in a unified fusion architecture
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e XVocal, a Retrieval-Augmented Generation (RAG) explainer that retrieves relevant clinical
literature to generate evidence-based, human-readable justifications for each individual

prediction.
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Figure 36: NeuroXVocal full system architecture showing the three parallel feature extraction streams, the Neuro
transformer-based fusion classifier, and the XVocal RAG-based explanation pipeline [30]

Dataset

All experiments were conducted on the IS2021 ADReSSo Challenge benchmark dataset [71], a widely
adopted reference benchmark for AD detection from spontaneous speech. The dataset is organized
around a picture description task (the Cookie Theft picture from the Boston Diagnostic Aphasia
Examination), in which participants describe a depicted scene while their speech is recorded. The
training set comprises 166 patients (79 cognitively normal [CN], 87 probable AD), and an independent
held-out test set comprises 71 patients. The test set was kept entirely separate for transparent final
evaluation.

For each input audio sample x, three complementary feature representations are extracted in parallel.

Acoustic features f, (x) € R*’capture a comprehensive set of temporal, prosodic, articulatory, spectral,
and voice quality characteristics including speech/pause ratios, pitch, intensity, articulation metrics,
jitter, shimmer, harmonics-to-noise ratio, and 13 Mel Frequency Cepstral Coefficient (MFCC)
coefficients with their standard deviations. These 47 hand-crafted features undergo standardization and
missing value imputation prior to model input.

Speech embeddings f,(x) € R7%8are extracted using Wav2Vec2-base-960h [50], a self-supervised

speech representation model pre-trained on 960 hours of LibriSpeech audio. Audio is first converted to
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mono and resampled to 16 kHz, and the mean of the model's final hidden states is taken across the
temporal dimension:

f.(x) = Mean(Wav2Vec2(Preprocess(x))) € R”68

The resulting embeddings are standardized before further processing.

Textual features f;(x) € R7%®are obtained by first transcribing the audio using Whisper ASR [115]—
with preprocessing including lowercase conversion, special character removal, and space
normalization—and then encoding the transcript using DeBERTa-v3-base [116]:

f¢(x) = DeBERTa(Preprocess(Whisper(x))) € R768

Neuro Classifier — Transformer-Based Multimodal Fusion

The Neuro classifier implements a novel fusion architecture that projects all three feature streams into a
common 768-dimensional space before joint transformer processing—a strategy that enables complex
cross-modal interactions not achievable through standard late fusion or simple concatenation.

The acoustic features and speech embeddings are first projected into the shared dimensional space:

h, = Linear(f,(x)) € R7%8, h, = Linear(f,(x)) € R7%8

These projections are concatenated with the textual features to form a unified multimodal representation
of dimensions 514 X 768:

H = [hg; he; f(x)] € ROM%768

A two-layer transformer encoder processes Hthrough multi-head self-attention with 8 heads. For each
head i, the input His projected to queries, keys, and values:

QW e (KW/)T

Jax

head; = softmax < )VWL-V

where WiQ, WE WY € R768%%are learned parameter matrices and dj, = 96is the per-head dimension.

The full multi-head attention output is:

Attention(Q, K, V) = Concat(head,, ..., headg)W?°

A feed-forward network with GELU activation follows each attention layer:

Z = FFN(Attention(H)) € R514x768

The final classification head applies a two-layer dense classifier with sigmoid activation to the
representation of the first token z:

p(y | x) = g(Dense(2o))
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producing a binary probability of AD diagnosis. The model was trained for a maximum of 200 epochs.
XVocal Explainer - RAG-Based Clinical Explanation

The XVocal component generates clinically grounded explanations for each individual prediction by
retrieving relevant passages from a curated corpus of AD research literature and conditioning a language
model on both the retrieved evidence and the patient's extracted features. The explanation corpus
comprises 10 seminal publications covering linguistic markers of AD, spontaneous speech analysis, and
LLM applications in dementia detection. The explanation pipeline proceeds as follows. A structured
prompt query qis constructed by combining the classifier's prediction with the patient's extracted
acoustic characteristics, speech embedding representations, and transcript:

q = {class(p(y | x)) @ features(f,(x)) @D speech(f,(x)) @ transcript(f;(x))}

The literature corpus is preprocessed into fine-grained semantic chunks {c, ..., ¢, }(split by paragraph
then sentence) and encoded into a 384-dimensional embedding space using all-MiniLM-L6-v2 [117]:

E. = {MiniLM(c;) € R3® | ¢; € L}

The chunk embeddings are indexed using FAISS [118] with L2 distance:
I = FAISS;,(E,)

At inference, the query gis encoded in the same space and the top-5 most relevant literature chunks are
retrieved via nearest-neighbor search:

L, = {l.search(MiniLM(q), k = 5)}

The final explanation is generated by FLAN-T5-XL [119] conditioned on the structured query and
retrieved evidence:

E = FLAN-T5(q @ L,; 7,p)

where tand pare temperature and top-p sampling parameters controlling generation coherence and
diversity. The FAISS retrieval was deployed on CPU and FLAN-T5-XL was loaded with 4-bit
quantization to enable efficient inference.

To assess the clinical relevance and practical utility of XVocal's generated explanations, a structured
expert evaluation was conducted. A team of 5 medical professionals evaluated explanations for 20
patient cases (10 AD, 10 CN) using a structured questionnaire comprising 10 criteria rated on a 5-point
Likert scale. The criteria covered diagnostic clarity, pertinence of identified markers, alignment with
medical knowledge, explanation-based clinician confidence, disease indicator recognition, diagnostic
utility, logical soundness, expected expert consensus, reasoning robustness, and potential for
misinterpretation.

5.4.2. Results

Table below presents the classification performance of the Neuro component of NeuroXVocal against
all prominent published methods on the IS2021 ADReSSo benchmark dataset. Accuracy and F1-score
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are reported for the independent test set, and 5-fold cross-validation accuracy (with standard deviation)
is also provided where applicable.

Table 16: Alzheimer's Disease Classification Accuracy and F1-Score on the IS2021 ADReSSo Benchmark —
Comparison of NeuroXVocal Against State-of-the-Art Methods

Methodology Modalities 5-Fold Accuracy | Accuracy (%) F1-Score (%)
(£ std%)
Syed et al. (2021) Text - 84.51 84.45
[73]
Shah et al. (2023) | Acoustic + Text - 79.60 -
[112]
Fu et al. (2024) Acoustic + Text - 90.30 91.40
[113]
Li et al. (2024) Text + Speech - 84.51 84.50
[51] Emb.
Lee et al. (2025) Text + Speech - 88.73 88.23
[114] Emb.
NeuroXVocal Acoustic + Text 96.24 + 2.47 95.77 95.76
(Ours) + Speech Emb.

NeuroXVocal achieved 95.77% accuracy and 95.76% F1-score on the held-out test set, substantially
outperforming all prior methods. In the 5-fold cross-validation setting, the system attained a mean
accuracy of 96.24% + 2.47%, confirming the robustness and stability of the result across data partitions.
The improvement over the most competitive prior method (90.3%) amounts to 5.47 percentage points
in accuracy—a meaningful margin in a domain where progress has historically been incremental.
Crucially, unlike all prior approaches that utilize either two modalities or a single modality,
NeuroXVocal's advantage is attributable in part to the three-stream fusion architecture that projects all
modalities into a common transformer-processable space, enabling cross-modal interactions
inaccessible to late fusion strategies.

To complement the quantitative evaluation, a qualitative inspection was conducted on the misclassified
cases of the held-out test set, corresponding to the 4.23% error rate (3 patients out of 71). Three recurring
failure modes were identified. The first concerns borderline AD cases in which the speaker's verbal
output retains substantial fluency and lexical diversity despite an underlying clinical diagnosis — these
cases lack the prominent linguistic simplification and pause patterns that the textual and acoustic streams
typically exploit, leading the classifier toward a CN prediction. The second concerns cognitively normal
individuals exhibiting naturally elevated speech-pause ratios and slower speaking rates, often
attributable to age-related vocal characteristics or individual stylistic patterns rather than cognitive
impairment; in these cases, the acoustic stream provides AD-consistent signal that is not adequately
counterbalanced by the textual stream. The third failure mode arises when transcription quality is
degraded by background noise or pronunciation variability, introducing artifacts in the textual feature
stream that propagate through the fusion architecture. Importantly, none of the misclassified cases
exhibited high-confidence misclassification: in all three instances, the softmax probability of the
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predicted class fell within the lower confidence quartile, suggesting that a confidence-thresholded
clinical-deployment configuration could flag such borderline cases for human expert review rather than
autonomous decision.

Ablation Study

To isolate the contribution of each feature stream, systematic ablation experiments were conducted by
removing individual modalities and proportionally adjusting the input layer dimensions, fusion layer,
and attention mechanisms while preserving the core architecture.

Table 17: Alzheimer's Detection Accuracy and F1-Score Across All Modality Combinations — Ablation Study of
Acoustic Features, Speech Embeddings, and Textual Transcription

Speech Acoustic Text Accuracy (%) F1-Score (%)
Embeddings Features Transcription
N4 J 4 95.77 95.76
J v 89.86 89.86
J v 91.30 91.29
v v 84.78 84.70

The ablation results reveal a clear hierarchy of modality contributions. Textual transcription features
prove to be the most discriminative single modality: removing them from any combination produces the
greatest performance drop, with the acoustic-only + text combination (without speech embeddings)
yielding 84.78%—the lowest configuration. Conversely, the combination of speech embeddings and
textual features achieves 91.30%, confirming the strong synergy between these two transcript-derived
streams. Acoustic features provide complementary information, as their addition to the speech
embedding + text combination lifts accuracy from 91.30% to the full 95.77%. The full three-modality
configuration consistently achieves optimal performance, demonstrating that each stream contributes
unique discriminative information that the others do not fully capture.

Expert Clinical Evaluation: Below table presents the results of the structured expert evaluation of
XVocal's generated explanations across all ten assessment criteria in a google format questionnaire.

Table 18: Expert Clinical Evaluation of XVocal Explanations Across Diagnostic Utility, Marker Identification,
and Clinical Validity Criteria (5-Point Likert Scale)

Assessment Focus Scale Description Mean Score
Clear justification of diagnosis 1 = Not clear, 5 = Very clear 3.96
Pertinence of identified 1 = Not relevant, 5 = Highly 3.85
markers relevant
Consistency with medical 1 = No alignment, 5 = High 3.63
knowledge alignment
Explanation-based clinician 1 = Not confident, 5 = Highly 3.63
confidence confident
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Recognition of disease 1 = No markers identified, 5 = 3.98
indicators Highly appropriate

Utility for diagnosis 1 = Not useful, 5 = Highly 3.70
useful

Coherence and plausibility 1 = Not sound, 5 = Very sound 3.74

Expected expert consensus 1 = Very unlikely, 5 = Very 3.56
likely

Robustness of reasoning 1 = Not plausible, 5 = Highly 3.77

plausible
Potential for misinterpretation | 1= Not misleading, 5 = Highly 2.38
misleading

The expert evaluation confirms the clinical validity and practical utility of XVocal's generated
explanations across all assessed dimensions. The highest scores were obtained for recognition of disease
indicators (3.98) and clarity of diagnostic justification (3.96), indicating that X Vocal effectively surfaces
the speech characteristics most diagnostically relevant to AD—such as increased pause durations and
reduced semantic fluency—and communicates them in a clinically accessible manner. High scores for
pertinence of identified markers (3.85) and logical soundness (3.74) further confirm that the RAG-based
retrieval mechanism successfully grounds explanations in established AD research literature rather than
generating unsupported assertions. Particularly significant from a clinical safety perspective is the
notably low score for potential for misinterpretation (2.38 on a scale where 1 = not misleading and 5 =
highly misleading). This result—the lowest of all criteria and the only one scored below the scale
midpoint—indicates that medical professionals found minimal risk of XVocal's explanations leading to
erroneous clinical conclusions. In high-stakes diagnostic support applications, this property is arguably
more important than any individual performance metric: an explanation system that clinicians find
misleading cannot be safely integrated into real-world workflows regardless of its classification
accuracy. The combination of strong diagnostic clarity, evidence grounding, and low misinterpretation
risk collectively validates XVocal's potential as a clinically deployable diagnostic support tool.

5.5. Stage B Summary

Stage B of the holistic framework operationalized in this thesis constitutes its most extensive and
methodologically demanding pillar, encompassing four distinct deep learning applications across two
medical domains and spanning four fundamentally different data modalities: tabular longitudinal clinical
data, dermoscopic images, volumetric 3D brain MRI, and multimodal audio-derived speech
representations. Taken collectively, the four applications of Stage B demonstrate that the holistic
framework is not a domain-specific methodology but a generalizable paradigm, capable of delivering
clinically meaningful and technically state-of-the-art results across the full spectrum of medical signal
and image analysis problems addressed in this thesis.

The first application (Section 5.1) established that structured longitudinal clinical and demographic data
can yield perfect predictive performance for dementia onset in initially healthy individuals. The
XGBoost model achieved 100% accuracy and macro-F1 across all k-fold configurations on the OASIS-
2 dataset, with SHAP analysis confirming that the model's learned feature importance structure aligns
precisely with established clinical understanding of dementia risk—specifically the roles of estimated
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total intracranial volume (e¢TIV), MMSE score, and age. This result is significant not only for its
performance but for the clinical formulation it introduces: predicting future dementia onset from a
patient currently presenting as healthy, using only the first two clinical visits, represents a genuinely
early-warning paradigm with direct preventive care implications.

The second application (Section 5.2) shifted the modality to dermoscopic imaging and the clinical
domain to oncology, demonstrating that non-invasive prediction of melanoma tumor thickness—a
critical prognostic determinant directly linked to patient survival—is achievable with high accuracy
through a synergistic combination of principled preprocessing and deep learning. The lesion isolation
pipeline, proved essential for removing confounding visual noise from dermoscopic images. The
ablation study confirmed that the noise removal step is not a marginal enhancement but a fundamental
prerequisite for stable model generalization: without it, training and validation losses diverge
progressively, a clear signature of overfitting. The ResNeXt-50 classifier achieved 88.89% accuracy and
88.65% macro-F1 across five folds, surpassing all previously published methods on this benchmark and
maintaining consistent performance under a custom data split, confirming robustness beyond a single
experimental configuration.

The third application (Section 5.3) addressed the most computationally and architecturally demanding
problem in Stage B: binary dementia classification from full 3D volumetric brain MRI. The
DEFORMISE framework introduced two complementary innovations. The first—optimized MRI slice
selection via Canny edge-based anatomical complexity quantification—reduced the processing burden
from 256 to 140 slices per patient (a 47—50% reduction in FLOPs) while provably preserving 100%
coverage of the diagnostically critical hippocampus and entorhinal cortex. The second—a confidence-
based committee of three architecturally heterogeneous 3D deep learning models (DEFORMISE-
ResidualFlow, DEFORMISE-DenseStream, DEFORMISE-CompactFocusNet)—exploited
complementary model strengths to achieve 94.12% accuracy on the combined OASIS-1 and OASIS-2
test set, surpassing all prior 3D subject-level and 2D slice-level methods on these datasets. External
validation on 685 ADNI patients without retraining confirmed cross-dataset generalizability at 90.96%
accuracy, with statistical significance of the committee's advantage over individual models confirmed
by McNemar's test. XAl Grad-CAM visualization further validated the clinical plausibility of the
learned representations, with the model's attention concentrating on ventricular regions—established
early biomarkers of Alzheimer's disease progression.

The fourth application (Section 5.4) extended the framework to a wholly different sensory modality—
speech—and introduced NeuroXVocal, the first end-to-end system that jointly achieves state-of-the-art
AD classification from picture-prompted speech while providing clinically validated, evidence-based
explanations for individual predictions. The Neuro classifier's transformer-based three-stream fusion
architecture—projecting acoustic features, Wav2Vec2 speech embeddings, and DeBERTa textual
features into a common 768-dimensional space before joint transformer processing—achieved 95.77%
accuracy and 95.76% F1-score on the 1S2021 ADReSSo benchmark held-out test set, surpassing all
prior published methods by a margin of over five percentage points. The modality ablation study
confirmed that all three feature streams contribute unique discriminative information, with textual
transcription features providing the strongest individual contribution and acoustic features offering
complementary signal that drives the final performance gain. The XVocal RAG-based explainer,
evaluated by medical professionals across ten structured clinical criteria, achieved strong scores for
diagnostic clarity (3.96/5), disease indicator recognition (3.98/5), and—most critically for clinical
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safety—an exceptionally low misinterpretation risk score (2.38/5), confirming that its explanations are
not only informative but safe for integration into clinical decision-support workflows.

Across all four applications, several cross-cutting observations emerge that define the methodological
character of Stage B as a whole. First, preprocessing is never treated as a trivial pipeline step but as a
domain-informed design decision: whether the challenge is temporal data pivoting and class balancing
(Application 1), lesion isolation from noisy dermoscopic images (Application 2), anatomically grounded
MRI slice selection (Application 3), or multimodal audio transcription and standardization (Application
4), the preprocessing strategy directly determines the ceiling of model performance and is validated
through ablation in each case. Second, ensemble and committee-based architectures consistently
outperform individual models across the applications where they are employed, reflecting the thesis's
commitment to robustness over single-model performance optimization. Third, explainability is not an
afterthought but an integral component of the research design in multiple applications: SHAP analysis
in Application 1, Grad-CAM in Application 3, and the full XVocal RAG-based explanation system in
Application 4 each provide a different but complementary lens through which the models' learned
representations are interpreted and clinically validated. This latter thread connects Stage B directly to
Stage C, which is dedicated entirely to the development of novel explainability methodology applicable
across ensemble classification systems of the type developed throughout this stage.

Finally, the performance benchmarks achieved across all four applications collectively establish new
state-of-the-art results in their respective sub-fields: perfect dementia onset prediction from longitudinal
tabular data (OASIS-2), top-performing melanoma thickness classification from dermoscopic images
(Derm7pt), the highest reported 3D subject-level dementia classification accuracy on OASIS datasets
(94.12%), and the highest published AD detection accuracy from speech on the ADReSSo benchmark
(95.77%). These results, achieved under rigorous evaluation protocols designed to prevent data leakage
and ensure methodological reproducibility, collectively validate the effectiveness of the deep learning
modelling approaches developed in Stage B of the holistic framework.
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6. Stage C — Model Evaluation with Explainable Al

The third and final stage of the holistic framework addresses a methodological gap that emerges directly
from the ensemble architectures developed in Stage B: how to generate a single, unified, and
interpretable attention map for an ensemble classifier that reaches its decisions through majority voting.
While Stage B embedded explainability into individual applications—through SHAP analysis, Grad-
CAM visualization, and RAG-based explanation generation—each of those techniques was applied to a
single model at a time. The confidence-based committee in DEFORMISE (Section 5.3) and the majority
voting structure underpinning the melanoma classifier (Section 5.2) both raise a question that current
XAI practice cannot answer directly: when multiple models collectively reach a classification decision,
where is the ensemble as a whole looking? Stage C provides the answer through Fusion Grad-CAM, a
novel methodology for generating consolidated attention maps in majority voting ensemble systems,
closing the interpretability loop of the holistic framework.

6.1.1. Methodology

The field of Explainable Artificial Intelligence (XAI) has grown in prominence alongside the increasing
complexity of deep learning models deployed in critical domains such as healthcare, finance, and
autonomous systems [9]. A central tool within XAl for convolutional neural networks is Gradient-
weighted Class Activation Mapping (Grad-CAM) [55], which generates visual attention maps
highlighting the spatial regions of an input image most influential in the model's classification decision.
Grad-CAM achieves this by computing the gradient of the predicted class score with respect to the
activations of a target convolutional layer, then combining those activations in a weighted sum.

Formally, for a CNN with feature map activations A*at the target convolutional layer for input image I,
and a target class cwith pre-softmax score y°, the importance weight ¥ for the k-th feature map is
obtained by global average pooling of the class-specific gradients:

e 1 ay¢
ac = Y3
- J

where Zis the total number of spatial positions in the feature map. The Grad-CAM heatmap is then
computed as the ReLU-activated weighted combination of feature maps:

LGrad.caM = O <Z “? Ak)

k

where agdenotes the ReLU activation function, retaining only the positive contributions to the target
class. While Grad-CAM is highly effective for individual models, ensemble classifiers that reach their
decisions through majority voting present a fundamentally different interpretability challenge. In such
systems, the final prediction is the product of the collective agreement of multiple models, yet current
practice requires inspecting each model's attention map separately—an approach that is both time-
consuming and incapable of conveying a unified picture of the ensemble's reasoning. No established
technique exists for producing a consolidated attention map that reflects the ensemble's joint decision-
making process. Fusion Grad-CAM addresses this gap directly.
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Fusion Grad-CAM generates a single consolidated attention map for a majority voting ensemble by
combining the individual Grad-CAM maps produced by the models that constitute the majority. [31]
Let Mbe the number of models contributing to the majority decision, and let L¢y -y be the Grad-

CAM map for the predicted class cfrom contributing model m. Two fusion strategies are proposed.

The averaging method computes the simple mean of the contributing models' attention maps:

M
c _ l Lcm
Average Fusion — M Grad-CAM
m=1

The weighted averaging method incorporates each contributing model's softmax confidence score
wy, for the predicted class, normalizing the weights before fusion:

~c _ Wm
Wnmn = M B
Z i=1 w;
M
c _ we . em
Weighted Fusion — m  ~Grad-CAM

A critical design principle of Fusion Grad-CAM is that only the models whose predictions align with
the majority vote contribute to the fused attention map, regardless of which fusion strategy is used.
Models that predict a minority class are excluded from both the averaging and weighted averaging
computations. This ensures that the consolidated map faithfully represents the reasoning behind the
actual ensemble decision rather than blending in dissenting predictions.

For the practical application of Grad-CAM within each contributing model, the optimal final
convolutional layer of each CNN architecture must be identified. The selection criterion is the capacity
of the layer to simultaneously capture spatially meaningful, high-level semantic features while
preserving sufficient spatial resolution for localization. Layers that are too early in the network lack the
representational complexity needed, while layers too deep may have lost spatial resolution through
repeated down sampling. The specific target layers identified and used for each CNN architecture family
are listed below:

Table 19: CNN Architectures and Corresponding Target Convolutional Layers Used for Grad-CAM in Fusion
Grad-CAM Validation Experiments

Architecture Family Model Target Layer
VGG [36] VGG16 block5 conv3
VGG [36] VGG19 block5 conv4
ResNet [37] ResNet101 conv5_ block3 out
ResNet [37] ResNet152 conv5_ block3 out
Inception [120] InceptionV3 mixed10
Inception-ResNet [121] InceptionResNetV2 mixed 7a
DenseNet [38] DenseNet121 conv5_block16 concat
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DenseNet [38] DenseNet201 conv5 block32 concat
EfficientNet [39] EfficientNetB0 top_conv
EfficientNet [39] EfficientNetB3 top_conv
EfficientNet [39] EfficientNetB4 top_conv
EfficientNet [39] EfficientNetB6 top_conv
MobileNet [122] MobileNet conv_pw_13 relu

The methodology was validated using the ImageNet dataset [33], a large-scale visual benchmark
comprising over 14 million hand-annotated images spanning more than 20,000 object categories.
ImageNet-pretrained models were selected as the validation vehicle because their high generalization
performance ensures that the attention maps reflect genuine discriminative reasoning rather than
artifacts of poor model training, allowing the quality and coherence of the fusion methodology itself to
be assessed in isolation. Ensemble combinations of 2, 3, and 4 models drawn from the architectures
listed in above table were evaluated across six distinct test cases.

6.1.2. Results

Grad-CAM attention maps are color-coded such that red and yellow regions indicate high-attention areas
contributing most strongly to the classification decision, while blue regions correspond to low-attention
areas. The consolidated Fusion Grad-CAM maps were evaluated qualitatively across six cases spanning
ensemble sizes of 2, 3, and 4 models, covering a range of object categories and architectural
combinations (Fig. 37).
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Figure 37: Fusion Grad-CAM validation examples across six test cases — (a) VGG16 + VGG19; (b) InceptionV3
+ InceptionResNetV2; (c) ResNet101 + DenseNet201 + EfficientNetB3; (d) ResNet152 + DenseNet121 +
EfficientNetB6; (e) VGG16 + ResNet101 + DenseNet201 + EfficientNetB0; (f) VGG19 + ResNet152 +
DenseNet121 + EfficientNetB4 on four-model ensemble [31]

Two-model ensembles: In the first case (VGG16 and VGG19, Affenpinscher dog), the individual Grad-
CAM maps exhibited model-specific focus: VGGI16 highlighted the dog's legs while VGG19
concentrated on the head. The averaged Fusion Grad-CAM map successfully integrated both regions,
producing a cohesive and spatially complete attention map covering the dog's head and legs
simultaneously. The weighted Fusion Grad-CAM map, informed by each model's confidence score,
shifted the focus predominantly toward the dog's legs, reflecting VGG16's higher confidence in that
prediction—demonstrating that the weighted variant produces sharper, confidence-calibrated

representations when model certainties differ. In the second case (InceptionV3 and InceptionResNetV2,
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cardoon flower), both models predicted the same class with comparably high confidence. In this
scenario, the averaged and weighted Fusion Grad-CAM maps were nearly identical, confirming that
when confidence levels are balanced the two fusion strategies converge—an expected and desirable
property of the methodology.

Three-model ensembles: In the third case (ResNetl01, DenseNet201, EfficientNetB3, leaf beetle),
EfficientNetB3 predicted a different class (weevil), triggering the majority voting rule. Consequently,
only ResNetl01 and DenseNet201 contributed to the fused attention maps, with EfficientNetB3
excluded entirely. Both contributing models correctly identified the leaf beetle but attended to different
discriminative regions; the averaged and weighted fusion maps provided a comprehensive, holistic
representation of the ensemble's joint focus. This case directly validates a core design principle of Fusion
Grad-CAM: the exclusion of dissenting models from the fusion process ensures that the consolidated
map reflects only the reasoning that produced the majority decision. In the fourth case (ResNetl52,
DenseNet121, EfficientNetB6, rhinoceros beetle), all three models contributed to the majority.
ResNet152 and EfficientNetB6 focused on the beetle's horn while DenseNet121 emphasized the body.
The averaged map combined both focal points, providing a balanced representation; the weighted map
similarly distributed attention across both regions, consistent with the high and broadly equal confidence
scores of all three contributing models.

Four-model ensembles: Cases five and six extended the validation to majority voting among four
architecturally diverse models. In both cases, the Fusion Grad-CAM methodology scaled cleanly to the
larger ensemble, with the consolidated attention maps retaining interpretability and spatial coherence.
The principle that only majority-contributing models enter the fusion computation was applied
consistently, ensuring that the resulting maps remained representative of the actual collective decision
rather than being diluted by dissenting predictions.

Across all six cases, the Fusion Grad-CAM methodology demonstrated two consistent properties. First,
the fused attention maps provided a genuinely holistic representation of the ensemble's decision-making
focus—capturing spatial complementarity across contributing models that would be invisible when
inspecting individual maps in isolation. Second, the weighted averaging variant consistently produced
attention maps with sharper, more discriminative focus when model confidence levels differed, while
converging toward the simple average in cases of balanced confidence—confirming that the confidence
weighting adds meaningful information without introducing instability. Beyond interpretability quality,
Fusion Grad-CAM also yields a practical efficiency gain: by replacing the inspection of Mindividual
attention maps with a single consolidated visualization, it substantially reduces the interpretive burden
in systems involving large numbers of contributing models—a property of direct practical relevance for
the ensemble architectures developed in Stage B of this thesis.

6.2. Stage C Summary

Stage C of the holistic framework operationalized in this thesis addressed the interpretability of
ensemble classification systems—a challenge that is both methodologically novel and of direct practical
relevance to the ensemble-based models developed in Stage B. Through the development and validation
of Fusion Grad-CAM, this stage delivered a principled, reproducible, and architecturally agnostic
solution to the problem of generating consolidated attention maps for majority voting ensemble
classifiers.

The core contribution of Fusion Grad-CAM is conceptually precise: it extends the well-established
Grad-CAM framework from individual models to ensemble systems by fusing the individual attention
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maps of the majority-contributing models using either simple or confidence-weighted averaging. The
confidence weighting mechanism is particularly significant, as it ensures that models expressing higher
certainty in their predictions exert proportionally greater influence over the consolidated map—a
property that is both mathematically well-motivated and intuitively aligned with how a clinician or
analyst would naturally weight the opinions of multiple classifying systems. The principled exclusion
of dissenting models from the fusion process is equally important: it guarantees that the resulting map
represents the reasoning behind the actual majority decision rather than a blended artifact of all models
regardless of their vote. From the perspective of the holistic framework as a whole, Stage C serves a
dual role. At the level of the individual framework contribution, it provides a methodological tool that
can be applied directly to any majority voting ensemble operating on image data, including the
DEFORMISE committee (Section 5.3) and other ensemble classifiers developed in Stage B. At the level
of the broader research argument, it demonstrates that interpretability need not be sacrificed for
performance in ensemble systems—that the collective intelligence of multiple models and the
explainability of their joint decision are not in tension but can be made mutually reinforcing through
appropriate methodological design.

Taken together, Stages A, B, and C of the holistic framework constitute a complete, end-to-end pipeline
for the responsible development and deployment of deep learning systems in medical imaging and signal
analysis - thereby demonstrating, through concrete multi-domain implementation, that the lifecycle
structure identified by FUTURE-AI and the broader institutional consensus is not merely a governance
aspiration but a technically achievable and empirically validated engineering paradigm: Stage A ensures
the quality and reliability of the data foundation; Stage B develops high-performance, clinically
validated models across diverse medical domains and modalities; and Stage C provides the
interpretability mechanisms that render those models trustworthy and accountable in clinical practice.
The integrated discussion of these three stages, their cross-cutting themes, and their collective
contributions is presented in Chapter 7.
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7. Integrated Discussion
7.1. The Holistic Pipeline in Practice

The three-stage architecture of the holistic framework — data foundation, model development, clinical
interpretability — was not adopted in this thesis as an organizational convenience but as a principled
engineering paradigm whose sequential dependencies are reflected in the design decisions of every
individual contribution. Chapter 4 instantiated Stage A through the SPINE framework, providing a
multi-criteria evaluation methodology that certifies the clinical, statistical, and adversarial quality of
synthetic medical images prior to their use in any downstream task. Chapter 5 instantiated Stage B
through four heterogeneous applications spanning tabular longitudinal data, dermoscopic imaging,
volumetric 3D MRI, and multimodal speech analysis — each of which was constructed upon a domain-
informed preprocessing pipeline that operationalizes, in its own modality-specific form, the same data
quality philosophy formalized in SPINE. Chapter 6 instantiated Stage C through Fusion Grad-CAM, a
methodology designed specifically to render interpretable the ensemble decision processes that emerged
organically from the architectural innovations of Stage B.

The practical operation of this pipeline is observable across the thesis at multiple levels. The
DEFORMISE confidence-based committee (Section 5.3) exemplifies the full vertical traversal of the
framework: its predictions rest on an anatomically grounded slice selection procedure that filters the
volumetric input space (data foundation), it aggregates the outputs of three architecturally heterogeneous
3D networks through a confidence-driven decision rule (model development), and its joint reasoning is
amenable — directly via Grad-CAM and prospectively via Fusion Grad-CAM — to consolidated visual
interpretation (clinical interpretability). The NeuroXVocal system (Section 5.4) similarly traverses the
pipeline through a different sensory modality: standardized multimodal feature extraction underpins the
input space, a transformer-based three-stream fusion architecture produces the prediction, and a RAG-
based explainer grounds each individual prediction in clinical literature, with the explanation module
subjected to formal expert evaluation across ten clinical criteria. These two applications, taken together,
demonstrate that the data-to-model-to-explanation traversal envisioned by FUTURE-AI is not merely
achievable in principle but reproducible in practice across modalities of fundamentally different
structural character. The remaining two applications — dementia onset prediction from longitudinal
tabular data (Section 5.1) and melanoma thickness estimation from dermoscopic images (Section 5.2)
— extend this evidence base to additional modalities, confirming that the pipeline's structure is not
modality-bound but holds across the full spectrum of medical signals and images addressed in this work.

7.2. Cross-Cutting Themes

7.2.1. Data Quality Foundations

A unifying methodological principle traversing the entirety of Stage B is the treatment of data quality
and preprocessing as a first-class design decision rather than a perfunctory pipeline step. In Section 5.1,
the reduction of the OASIS-2 cohort from 150 subjects to a final processed sample of 47 was the
deliberate consequence of two cumulative filters: the requirement of two consecutive non-demented
CDR values across the first two visits (necessary for the early-warning predictive formulation) and the
pivoting of multi-visit records into single subject-level rows (necessary for eliminating subject-level
data leakage). In Section 5.2, the lesion isolation pipeline — built from sequentially applied LUT
contrast enhancement, Gaussian smoothing, K-means quantization, Otsu thresholding, and connected-
component bounding-box cropping — was empirically demonstrated through ablation to be not a
marginal enhancement but a fundamental prerequisite for stable training, with its absence producing the
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characteristic divergence of training and validation loss curves diagnostic of overfitting. In Section 5.3,
the edge-based 140-slice MRI selection procedure, anatomically grounded in the average human head
height and thickness of the MPRAGE protocol, was validated against an entropy-based alternative that
consistently selected slices containing skull, neck tissue, or empty regions. In Section 5.4, the
heterogeneity of acoustic features, self-supervised speech embeddings, and ASR-derived textual
transcriptions was reconciled through standardized preprocessing providing a uniform input
representation suitable for transformer-based fusion. The convergence of these four independent
preprocessing strategies on the principle that data quality determines the ceiling of model performance
is the empirical realization, at the level of Stage B, of the philosophy formalized in Stage A through
SPINE.

7.2.2. Architectural Innovations

The architectural choices made within each Stage B application were informed by the structural and
statistical character of the data modality at hand rather than by a uniform commitment to a single class
of model. In Section 5.1, the limited cohort size and the structured tabular form of the input
recommended gradient boosting through XGBoost — a choice empirically justified by its superior
capacity, relative to SVM, Random Forest, MLP, and Logistic Regression, to capture nonlinear
longitudinal interactions under low-sample conditions. In Section 5.2, the high-resolution dermoscopic
image data and the established efficacy of grouped convolutional architectures on natural and medical
imagery motivated the selection of ResNeXt-50, whose bottleneck blocks combine channel reduction,
grouped 3x3 spatial convolution across 32 cardinality groups, and channel expansion through residual
addition. In Section 5.3, the volumetric character of structural MRI motivated the development of three
custom 3D architectures - DEFORMISE-ResidualFlow, DEFORMISE-DenseStream, and
DEFORMISE-CompactFocusNet - and their aggregation through a confidence-based committee whose
decision rule is governed by the highest five-decimal softmax score among models predicting the
majority class, with the third model serving as tie-breaker in the rare case of confidence equality between
disagreeing models. In Section 5.4, the temporal and multimodal structure of the speech signal motivated
the projection of acoustic features, speech embeddings, and textual representations into a common 768-
dimensional space prior to joint transformer processing through a two-layer encoder with eight attention
heads, enabling cross-modal interactions that late-fusion strategies are structurally incapable of
capturing. The architectural diversity of the four applications, alongside the consistent appearance of
confidence-driven aggregation and majority-voting structures in Sections 5.2 and 5.3, motivates and is
methodologically completed by the Fusion Grad-CAM contribution of Chapter 6.

7.2.3. Clinical Relevance

The validation strategies adopted across this thesis were designed to satisfy not only standard machine
learning evaluation expectations but also the clinical-translation requirements articulated by the CLAIM
checklist and the FUTURE-AI consensus. In Section 5.1, the alignment of the SHAP-derived feature
importance ranking with the established clinical literature on dementia risk factors — specifically the
prominent contributions of estimated total intracranial volume, MMSE score, and age — provided
behavioral evidence that the model's learned representations are clinically grounded rather than
statistically opportunistic. In Section 5.3, the external validation of the DEFORMISE confidence-based
committee on 685 unseen ADNI patients without any retraining or fine-tuning, yielding 90.96%
accuracy with 95.73% sensitivity and 80.73% specificity, provided direct evidence of cross-dataset
generalizability that 2D slice-level approaches cannot produce without inheriting subject-level data
leakage. The Grad-CAM analysis of the highest-confidence committee model on a correctly classified
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demented patient further confirmed that the model's attention concentrated on ventricular regions,
consistent with the established role of ventricular enlargement as an early structural biomarker of
Alzheimer's disease progression. The McNemar test conducted across the combined OASIS and ADNI
cohorts confirmed that the committee's advantage over its strongest individual constituent
(DEFORMISE-CompactFocusNet) is statistically significant rather than incidental. In Section 5.4, the
structured clinical evaluation of the XVocal explainer by medical professionals across ten Likert-scaled
criteria yielded high scores for diagnostic clarity and indicator recognition (3.96/5 and 3.98/5
respectively) and a notably low score for misinterpretation risk (2.38/5) — the only criterion scored
below the scale midpoint — providing direct evidence that the system's explanations are not only
informative but safe for integration into clinical decision-support workflows. The convergence of these
complementary validation modalities — feature attribution alignment, external dataset validation,
attention-map clinical plausibility, statistical hypothesis testing, and structured expert review —
establishes a multi-axis evidentiary basis for the clinical viability of the systems developed in this thesis.

7.2.4. Explainability as Non-Negotiable

The treatment of explainability across the four Stage B applications departs from the prevailing
convention in which post-hoc explanation is appended to a fully trained classifier as an analytical
afterthought. In Section 5.1, SHAP analysis was applied to the XGBoost model not merely to produce
a feature importance plot but to validate the clinical correspondence of the model's reasoning against
independently established risk-factor literature. In Section 5.3, Grad-CAM visualization was applied to
the highest-confidence committee model as a means of interrogating the spatial focus of its learned
representations against the known atrophy patterns of Alzheimer's disease, establishing a direct
correspondence between data-driven model behavior and the clinical anatomy of the condition. In
Section 5.4, the XVocal RAG-based explainer, while post-hoc in the formal sense that it operates on the
classifier's output rather than rendering the model intrinsically interpretable, was constructed not as a
generic add-on but as an integral functional component of the NeuroXVocal system — grounded in a
curated corpus of ten seminal AD research publications, indexed through a 384-dimensional all-
MiniLM-L6-v2 embedding space and FAISS retrieval, and conditioned on a structured query
incorporating the classifier's prediction together with the patient's extracted features — and was
subjected to formal expert evaluation prior to any claim of clinical utility. Chapter 6 completed this
thread by developing Fusion Grad-CAM, a methodology that addresses the structural gap left by the
standard XAI literature: the inability to represent the joint reasoning of a majority voting ensemble
through a single consolidated visualization. By restricting the fusion of attention maps to the models
whose predictions align with the majority decision, and by introducing confidence weighting that
calibrates each contributing model's influence to its softmax certainty, Fusion Grad-CAM extends the
ensemble-interpretability vocabulary in a manner directly applicable to the architectures developed
throughout Stage B.

7.3. Comparative Analysis

7.3.1. Performance Benchmarking

The four Stage B applications collectively establish new state-of-the-art performance benchmarks within
their respective evaluation contexts. In Section 5.1, the XGBoost classifier achieved a perfect macro-F1
and accuracy of 100% on the held-out test set. In Section 5.2, the ResNeXt-50 thickness classifier
achieved 88.89% accuracy and 88.65% macro-F1 across 5-fold cross-validation on the Derm7pt dataset,
surpassing the previous strongest published method by 1.7 percentage points in accuracy and 5.3

94



percentage points in macro-F1, while strictly adhering to the official dataset split indices in order to
avoid the data-leakage concerns identified against earlier work. In Section 5.3, the DEFORMISE
confidence-based committee achieved 94.12% accuracy on the combined OASIS-1 and OASIS-2 test
partition, with 93.81% sensitivity and 94.50% specificity, surpassing all prior 3D subject-level methods
(the previous best at 84.00%) and exceeding the best 2D slice-level method (93.00%) on the same
datasets while operating at the methodologically sound subject level. In Section 5.4, the Neuro classifier
of NeuroXVocal achieved 95.77% accuracy and 95.76% F1-score on the 1S2021 ADReSSo held-out
test set with a 5-fold cross-validation accuracy of 96.24% + 2.47%, surpassing the most competitive
prior published method by 5.47 percentage points in accuracy. The consistency of state-of-the-art
achievement across modalities of substantially different statistical and structural character provides
empirical evidence that the holistic framework's design philosophy generalizes beyond any single
domain or application.

7.3.2. Generalization Evidence

The generalization properties of the systems developed in Stage B were assessed through
complementary strategies tailored to the data availability of each application. In Section 5.1, the
consistency of the validation macro-F1 between approximately 92% and 96% across six independent k-
fold configurations (k = 3, 4, 6, 7, 9, 13), spanning more than fifty distinct train—validation partitions,
confirms that the model's performance is not a fold-specific artifact. In Section 5.2, the additional
evaluation under a custom stratified 85:15 split — yielding 89.2% accuracy and 88.8% macro-F1,
marginally superior to the official-split performance — confirmed that the model's performance is not
contingent on a particular partition geometry of the Derm7pt indices. In Section 5.3, the external
validation of the DEFORMISE committee on the 685-patient ADNI subset, conducted without any
retraining, fine-tuning, or hyperparameter adjustment, yielded 90.96% accuracy and provided the
strongest available cross-dataset evidence in the thesis. The asymmetric profile of 95.73% sensitivity
against 80.73% specificity on ADNI is consistent with the known class composition of that subset rather
than indicative of model bias, and the McNemar test conducted across the combined 719-patient
evaluation pool confirmed the statistical significance of the committee's advantage. In Section 5.4, the
alignment between the 5-fold cross-validation accuracy of 96.24% + 2.47% and the 95.77% held-out
test set accuracy on the ADReSSo benchmark provided convergent evidence that the system's
transformer-based three-stream fusion does not exhibit fold-induced overfitting. Taken together, these
results establish that performance excellence in this thesis is not produced under favorable evaluation
conditions but is sustained under the strictest reasonable protocols for medical Al evaluation.

7.4. Limitations and Challenges

The contributions of this thesis are subject to limitations that must be acknowledged to delineate the
scope within which the reported findings can be responsibly interpreted. First, the SPINE framework of
Chapter 4 was developed and validated on a single class of synthetic data — chest X-ray imagery
generated through a custom conditional GAN — and although its three-axis architecture is by design
modality-agnostic, the empirical demonstration of its applicability to additional modalities such as
dermoscopic imaging or volumetric MRI is left to future work, as discussed in Section 8.2. Second, the
dementia onset prediction study of Section 5.1 operates on a final cohort of 47 subjects, which, despite
the statistical analyses confirming that the observed performance cannot be attributed to chance,
constrains the external generalizability of the resulting model and motivates prospective replication on
multi-cohort longitudinal data. Third, the NeuroXVocal evaluation in Section 5.4 was conducted on the
English-language ADReSSo benchmark, and the linguistic specificity of the textual stream —
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particularly the use of DeBERTa-v3 for English transcript encoding — implies that the system's
performance on speech in other languages cannot be assumed without targeted retraining and validation.
Fourth, the structured expert evaluation of XVocal explanations was conducted on a subset of 20 patient
cases, providing initial but not definitive evidence of clinical safety; broader expert review across larger
and more diverse case sets remains an essential prospective requirement. Fifth, the computational
requirements of 3D volumetric MRI processing — even after the 47-50% FLOPs reduction enabled by
the 140-slice selection in DEFORMISE — remain substantial and may constitute a barrier to deployment
in resource-constrained clinical environments without further optimization. Sixth, the systems
developed in this thesis have been evaluated under retrospective rather than prospective conditions, and
their integration into real clinical workflows, with attendant concerns regarding distributional drift,
operational latency, and clinician—system interaction, remains an essential next step that exceeds the
scope of the present dissertation. These limitations do not undermine the validity of the reported
contributions but situate them within the methodological boundaries that any responsible interpretation
of the work must respect.
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8. Conclusions and Future Work
8.1. Summary of Contributions

This dissertation has validated a holistic deep learning framework for medical signal and image analysis
through the vertical operationalization of its three principal pillars — data quality assurance, deep
learning model development, and clinical interpretability. The framework was instantiated through six
original contributions that collectively span two medical domains, four data modalities, and the full
lifecycle of medical Al development from synthetic data certification to ensemble explanation.

The first contribution, the SPINE framework presented in Chapter 4, established a structured,
reproducible, and clinically grounded methodology for the post-generation evaluation of synthetic
medical images, integrating expert domain assessment, statistical data analysis, and adversarial
evaluation into a unified end-to-end data management pipeline whose cumulative effectiveness was
confirmed through an ablation study demonstrating progressive structural similarity improvement from
a baseline SSIM of 0.5536 to a post-evaluation SSIM of 0.5758. The second contribution, the dementia
onset prediction model of Section 5.1, introduced a clinical formulation departing from the prevailing
literature — predicting future progression to dementia in individuals presenting as cognitively normal
across their first two physician visits — and achieved a perfect test-set macro-F1 with statistically robust
cross-validation evidence and SHAP-derived feature importance alignment with established clinical risk
factors. The third contribution, the melanoma thickness prediction system of Section 5.2, combined a
structured lesion isolation preprocessing pipeline with a fine-tuned ResNeXt-50 classifier to achieve
state-of-the-art performance on the Derm7pt dataset under strict adherence to the official split indices,
with custom-split robustness confirming the absence of partition-specific artifacts. The fourth
contribution, the DEFORMISE framework of Section 5.3, introduced an anatomically grounded edge-
based 140-slice MRI selection procedure and a confidence-based committee of three architecturally
heterogeneous 3D deep networks, jointly achieving 94.12% accuracy on the combined OASIS test
partition and 90.96% on the ADNI external validation set without retraining, surpassing all prior
published 3D subject-level and 2D slice-level methods on these datasets. The fifth contribution, the
NeuroXVocal system of Section 5.4, established the first end-to-end framework that jointly achieves
state-of-the-art Alzheimer's disease classification from picture-prompted speech (95.77% accuracy on
the 1S2021 ADReSSo benchmark) and provides clinically validated, evidence-based explanations
through a RAG-grounded explainer formally evaluated by medical professionals across ten structured
criteria. The sixth contribution, Fusion Grad-CAM presented in Chapter 6, introduced the first principled
methodology for generating consolidated attention maps for majority voting ensemble classifiers,
extending the standard Grad-CAM formulation through confidence-weighted fusion restricted to
majority-contributing models and addressing a gap explicitly identified in the XAl literature but not
previously closed.

The conjunction of these six contributions provides empirical support for the central thesis of this
dissertation: that the lifecycle structure prescribed by horizontal governance frameworks is not a
governance aspiration but a technically achievable engineering paradigm, provided each pillar is
vertically instantiated with domain-specific methodological rigor and that the dependencies between
pillars are respected in design rather than assumed in retrospect.

97



8.2. Future Research Directions

The methodological foundations established in this thesis open multiple avenues for future research,
each of which extends the holistic framework along a distinct axis of generalization, integration, or
clinical translation.

Cross-Domain Extension of the SPINE Framework. A natural and high-priority direction for future
work is the formal extension of the SPINE framework, currently validated on synthetic pulmonary X-
ray imaging, to the additional clinical domains addressed in Stage B of this dissertation. For 3D brain
MRI synthesis relevant to dementia diagnosis, this extension would entail (i) the formulation of
volumetric domain criteria capturing expected anatomical landmarks such as complete cranial vault
coverage, presence of lateral ventricles, and midline symmetry; (ii) the derivation of statistical
thresholds for 3D-specific properties such as inter-slice intensity continuity and volumetric noise
distribution; and (iii) the adversarial evaluation of synthetic volumes through a baseline binary
demented/non-demented classifier of the type developed within DEFORMISE. For dermoscopic image
synthesis relevant to melanoma thickness prediction, the extension would entail (i) the encoding of
lesion-specific anatomical criteria including lesion—background separability, color-symmetry
preservation, and dermoscopic structure visibility; (ii) the recomputation of statistical thresholds against
the Derm7pt reference distribution; and (iii) the use of the ResNeXt-50 thickness classifier as the
adversarial evaluation instrument. Such extensions would demonstrate that the holistic framework is not
only theoretically end-to-end but also empirically end-to-end across the full set of clinical domains
addressed in this work, transforming the framework from a multi-domain demonstration into a fully
unified clinical pipeline.

Multimodal Integration Across Stage B Applications. A second direction concerns the integration of
the modality-specific predictive systems developed in Stage B into unified multimodal architectures
capable of leveraging the complementary diagnostic information carried by each modality. For dementia
diagnosis specifically, the convergence of three independent predictive streams developed in this thesis
— longitudinal tabular clinical data (Section 5.1), volumetric structural MRI (Section 5.3), and picture-
prompted speech (Section 5.4) — into a single fusion architecture would constitute a natural extension
of the three-stream transformer fusion paradigm introduced in NeuroXVocal. Such an architecture
would project tabular features, MRI-derived volumetric representations, and multimodal speech-derived
features into a common latent space prior to joint transformer-based reasoning, potentially yielding a
clinically deployable system whose diagnostic capacity exceeds the sum of its modality-specific
components.

Federated and Privacy-Preserving Variants. The clinical-translation requirements articulated by the
EU AI Act and the WHO guidance place strong emphasis on data governance, including the protection
of patient privacy across institutional boundaries. A third direction therefore concerns the federated
retraining of the systems developed in this thesis — particularly DEFORMISE and NeuroXVocal —
across multi-institutional cohorts under federated learning protocols that preserve data locality while
permitting model aggregation. The combination of federated learning with the synthetic data quality
methodology established in SPINE offers a particularly promising configuration in which institutional
data scarcity is addressed through local synthetic augmentation whose quality is independently certified
before contribution to the federated training process.

Prospective Clinical Validation. A fourth direction concerns the transition of the systems developed
in this thesis from retrospective benchmark evaluation to prospective clinical pilot validation. The
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DEFORMISE confidence-based committee, with its demonstrated cross-dataset generalizability, the
NeuroXVocal speech-based screening system, with its low expert-rated misinterpretation risk, and the
dementia onset prediction model, with its early-warning clinical formulation, are each candidates for
institutional pilot studies in collaboration with neurology, dermatology, and primary care services. Such
pilots would provide direct evidence of operational performance under real clinical workflows,
including assessment of distributional drift, latency, integration with electronic health record systems,
and clinician—system interaction patterns.

Continual Learning for Distributional Drift. A fifth direction concerns the development of continual
learning mechanisms capable of accommodating the distributional drift that affects all medical Al
systems deployed across time, geography, and patient population shifts. The integration of incremental
retraining protocols, drift detection mechanisms, and SPINE-style data quality certification of incoming
cohort data would establish a closed-loop maintenance cycle for the systems developed in this thesis,
addressing the post-market monitoring requirements explicitly mandated by the EU AI Act for high-risk
medical Al systems.

Extension of Fusion Grad-CAM to Additional XAI Methods. A sixth direction concerns the
structural extension of the Fusion Grad-CAM methodology of Chapter 6 to additional post-hoc
explanation techniques beyond standard Grad-CAM. Methods such as Grad-CAM++, Layer-wise
Relevance Propagation, Integrated Gradients, and SmoothGrad each produce attention or attribution
representations that, in ensemble settings, currently suffer from the same consolidation gap that Fusion
Grad-CAM addresses for Grad-CAM specifically. The generalization of the confidence-weighted,
majority-restricted fusion principle to these alternative XAI families would establish a unified
framework for ensemble interpretability across the broader landscape of medical XAl methods.

Multilingual and Cross-Population Extensions of Speech-Based Diagnosis. A seventh direction,
addressing a limitation explicitly acknowledged in Section 7.4, concerns the extension of the
NeuroXVocal system beyond its current English-language ADReSSo benchmark to additional
languages and patient populations. Such extension would entail the substitution of the DeBERTa-v3
textual encoder with language-appropriate alternatives, the retraining of the speech embedding
extraction component on language-matched self-supervised models, and the curation of cross-linguistic
clinical AD literature corpora for the XVocal RAG explainer. The resulting system would constitute the
first multilingual, evidence-grounded, end-to-end speech-based AD diagnostic platform validated across
linguistically and culturally diverse populations.

The pursuit of these directions, individually or in combination, would consolidate the holistic framework
presented in this thesis from a foundational engineering paradigm into a fully realized clinical platform
— one whose data, models, and explanations are jointly maintained, jointly validated, and jointly
accountable across the full lifecycle of medical Al deployment.
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